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Abstract—Customized text-to-image generation aims to gener-
ate images that contain customized subjects according to given
prompts, which has garnered considerable interest. Nevertheless,
existing methods often preserve the target subject at the expense
of prompt fidelity and image quality, struggling to produce
images that fulfill requirements across multiple evaluation cri-
teria simultaneously. To tackle this problem, we propose Cur-
Customizer, a curriculum multi-reward reinforcement learning
framework for customized text-to-image generation. Our two-
stage approach first fine-tunes diffusion models to embed the
customized subject. Then, we employ diverse evaluation metrics
as reward signals and further optimize the model through
reinforcement learning to maximize these rewards. To resolve
the challenge of conflicts among multiple rewards, we design
a curriculum reweighting mechanism to adaptively balance
the reward contributions rather than naively adding them up,
enabling more effective optimization for each metric. Empirical
experiments show that CurCustomizer consistently outperforms
existing methods and generates images of satisfactory quality
across various evaluation dimensions.

Index Terms—Customized Text-to-Image Generation, Multi-
Reward Reinforcement Learning, Curriculum Learning

I. INTRODUCTION

USTOMIZED text-to-image generation offers a valuable
path for individuals outside the professional art domain
press their personalized interests and creativity. Due to the
widespread demand for customized creation, this research field
has attracted considerable attention. The typical procedure for
implementing such generation involves providing a limited
number (e.g., 3-6) of images depicting the same subject and
assigning a unique token (e.g., [V]) to represent the subject
so that the subject and the token are bound together and the
fine-tuned generative model is capable of rendering images
specific to the desired subject rather than an arbitrary one.
Existing methods can be categorized into three branches [1]
based on how to control the customized condition: tuning-
based, model-based, and training-free. The most prominent
one is the tuning-based, which maps the target subject into
a unique token by fine-tuning a subset of parameters within
the diffusion pipeline. This type of methods is represented by
Textual Inversion [2], which fine-tunes the text encoder, and
DreamBooth [3], which fine-tunes the U-Net model.
Despite recent advancements in customized text-to-image
generation, the resulting images often struggle to meet multiple
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Fig. 1: Comparison between existing customized generation
methods and our CurCustomizer across three evaluation di-
mensions: prompt fidelity, subject fidelity, and human prefer-
ence. Existing methods demonstrate limitations in achieving
high performance across all three dimensions.

evaluation criteria simultaneously, including prompt fidelity,
subject fidelity, and human preference. One key reason is the
inherent conflict among these metrics. To investigate this issue,
we trace the fine-tuning process of existing customized meth-
ods and visualize how metrics evolve over fine-tuning steps.
As shown in Figure 2, these methods tend to improve subject
fidelity at the expense of prompt fidelity and image quality,
where prompt fidelity is measured by CLIP-T [4], subject
fidelity by CLIP-I [4], and human preference by PickScore [5].
Moreover, they can also fail to preserve the target subject
entirely, as the fine-tuned generative models often overfit to
the limited sample images or to subject-irrelevant elements in
those images, a phenomenon also observed in prior works [6]—
[14]. As illustrated in Figure 1, existing methods can produce
images that are inconsistent with the provided prompt (e.g., not
riding a bike), the target subject (e.g., incorrect dog identity),



or human cognitive expectations (e.g., distorted body parts).
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Fig. 2: The change of metrics over fine-tuning steps for
existing methods. The lines are smoothed for clarity.

Current works only focus on preserving target subjects
through preservation mechanisms [3], [6]-[8], [15], [16] or
alternative techniques [9], [10], [14], [17]-[23], but fall short
in improving the overall quality of generated images across
multiple evaluation dimensions. Actually, compared to gen-
eral text-to-image generation, customized generation suffers
greater difficulty in comprehensive optimization due to the
severe conflict between its unique requirement for subject
fidelity and other evaluation criteria. To explain this challenge,
we illustrate the reinforcement learning process with the
reward as the summation of multiple metrics (all scaled to
[0;1]) in Figure 3. Although both CLIP-T and PickScore
exhibit increment, CLIP-I consistently declines, indicating that
subject fidelity inherently conflicts with prompt fidelity and
human preference.
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Fig. 3: The change of metrics over RL fine-tuning steps for the
baseline (scaled summation as reward) and our CurCustomizer.
The lines are smoothed for clarity.

To address the aforementioned problem and challenge,
we propose CurCustomizer, a curriculum multi-reward rein-
forcement learning framework for customized text-to-image
generation, which can improve images across various quality
aspects simultaneously. Overall, we adopt a two-stage process:
first, fine-tuning the diffusion model with sample images
and a textual prompt containing the unique token to enable
customized generation, and second, further fine-tuning through
reinforcement learning using multiple evaluation metrics as
rewards to enhance the customized generation. Specifically,
we design a curriculum reweighting mechanism to address
the conflicts among various metrics. The key insight lies in
increasing the weight of the metric on which the model’s
performance declines or increases slowly during training. This
enables the model to achieve comprehensive improvement
across all metrics, analogous to students devoting more efforts
to their weaker courses to improve their overall grades.

To validate the efficacy of our method, we conduct ex-
periments on DreamBench [3], a dataset comprising tens of
subjects and prompts for robust evaluation. The comparative
empirical results show that our method brings notable enhance-
ments to existing customized text-to-image generation, and the
analytical experiments demonstrate how our method balances
multiple rewards within the reinforcement learning framework.
In summary, our contributions are outlined as follows.

To the best of our knowledge, this work is the first one
to investigate multi-reward reinforcement learning for cus-
tomized text-to-image generation.

We propose a curriculum reweighting method to adaptively
balance different rewards and improve them all during
reinforcement learning fine-tuning.

Empirical experiments demonstrate the benefit and improve-
ment our method brings across various quality criteria
compared to existing methods.

II. RELATED WORK
A. Customized Text-to-Image Generation

The development of customized generation techniques owes
much to the advancements of text-to-image generation, where
diffusion models pre-trained on large-scale datasets have suc-
ceeded in generating photo-like images [24]-[27]. Considering
the requirements for customized creation and the inherent
limitations of text in expressing complex concepts, researchers
explore the use of sample images to identify user-defined
subjects for tailored generation, known as customized or
subject-driven text-to-image generation. Seminal works such
as Textual Inversion [2] and DreamBooth [3] manage to embed
the concept of the target subject into the generation process
by fine-tuning text encoders and U-Net models respectively.
Following these two works, diverse methods have been contin-
uously emerging, which can be divided into three categories,
distinguished by their conditional score prediction [1]. The first
is tuning-based, which selectively tunes a subset of parameters
within the diffusion pipeline. The second one is model-based,
exemplified by InstantBooth [28] and ELITE [29], which
incorporates additional encoders for subject embedding. The
third one is training-free, represented by Re-Imagen [30],
which extracts subject information from reference images.

B. Reinforcement Learning for Fine-Tuning

Reinforcement learning (RL) is a learning paradigm that
trains an agent to learn a policy for maximum reward, mim-
icking the way humans learn from trial-and-error processes.
Inspired by reinforcement learning from human feedback
(RLHF) applied in language modeling, recent works have be-
gun investigating RL fine-tuning for text-to-image generation.
Fan et al. [31] first regard diffusion denoising as a sequential
decision-making process and apply RL to diffusion models
by integrating policy gradient and GAN training. Subsequent
approaches, such as DPOK [32], DDPO [33], and DRaFT [34],
incorporate additional rewards, particularly human preference
metrics, and propose innovative policy gradient algorithms for
diffusion denoising. Based on the works above, Parrot [35]
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Fig. 4: The framework of CurCustomizer is composed of two stages. The first stage embeds the target subject into the generative
model. In the second stage, multiple rewards are obtained from reward models and balanced in a curriculum-driven manner.
After L1-normalization, the model is optimized via RL fine-tuning using the reweighted composite reward.

introduces a multi-reward RL framework employing batch-
wise Pareto optimal selection for text-to-image generation,
and InstructBooth [9] applies RL fine-tuning to customized
generation, DPG [36] designs a deterministic policy gradient
algorithm for personalized generation. All works are closely
aligned with ours. Nevertheless, compared to Parrot, we focus
on customized text-to-image generation, and our curriculum
reweighting method markedly diverges from the Pareto selec-
tion. Compared to InstructBooth and DPG, our emphasis is
on multi-reward RL rather than single-reward RL, along with
the identification and resolution of the conflict problem among
evaluation metrics.

C. Curriculum Learning

Curriculum Learning (CL) is a training strategy that in-
structs machine learning models to learn in a meaningful
order, similar to the way humans learn from curricula. Fun-
damentally, the key elements of CL encompass a measurer
to distinguish the difficulty and a scheduler to organize the
learning sequence, thereby facilitating the suitable curricula
design [37]. Bengio et al. [38] first propose a formal defi-
nition of CL and design a simple baseline, whose measurer
and scheduler for curriculum are completely pre-defined,
named BabyStep. Subsequently, this field has witnessed the
emergence of various CL methods at the data, model, and
task levels [39], alongside their utilization across various
domains such as computer vision [40], [41], natural language
processing [42], [43], audio processing, graph learning [44]
and reinforcement learning [45], [46]. To the best of our
knowledge, there is currently no related work on CL at the
level of evaluation metrics nor exploring its application in the
field of customized text-to-image generation.

III. PRELIMINARY

For simplicity of description, in this section, we re-
view the general formulation of Latent Diffusion Model
(LDM) [25]. Given a large-scale dataset with image-condition

pairs F(X;y)g, the conditioning input y of the image X can
be text, semantic maps, image-to-image translation tasks, and
so on. LDM consists of an encoder E to encode X into a
latent representation z = E(X), a decoder D to reconstruct the
image from the latent D(z) X, a conditioning model ¢ to
project y to a conditioning representation ¢ (y), and a U-Net
based [47] diffusion model  to conduct diffusion denoising
process in the latent space. The optimization objective is to
predict the noise N (0; ), which is added to z at the time

step t 2 [0; T] as z¢, and it can be formulated to:
h i

(ze; t e (V)3 (1)

At training phase, both  and ¢ are jointly optimized via
Equation (1). At the inference phase, randomly sampled noise
is iteratively denoised to produce a latent zg, which is then
decoded to a newly generated image X = D(zp).

min Ezy; ;¢ Ji

IV. METHOD: CURCUSTOMIZER

In this section, we present our CurCustomizer, a curriculum
multi-reward reinforcement learning framework, which pri-
marily consists of customized image-to-text generation (Sec-
tion IV-A) and reinforcement learning for fine-tuning (Sec-
tion IV-B). Then, we elaborate on how curriculum reweighting
is employed to balance multiple rewards (Section IV-C).
Finally, we provide an overview of the entire CurCustomizer
method (Section IV-D).

A. Customized Text-to-Image Generation

The first stage of CurCustomizer is to embed the target
subject into the generative model. Specifically, in this study,
we employ the tuning-based method, which is widely utilized
for customized text-to-image generation. Based on the notation
in Section III, we formulate this process as follows.

Given a limited set of images kagl'f:1 depicting the target
subject, where K is the number of provided images, typically
ranging from 3 to 6, and a text prompt P containing the unique
token [V] as the conditioning inputy , P, a pre-trained LDM



comprising a text encoder  as the conditioning model
c , is fine-tuned using a similar scheme to that of the
pre-training stage by minimizing the reconstruction loss:

i
min Ezp; e ji @it (Pii3 2)
Various methods differ in the trainable parameters. For ex-
ample, Textual Inversion [2] fine-tunes the text encoder,
DreamBooth [3] fine-tunes the entire U-Net, and Custom
Diffusion [6] fine-tunes key and value matrices of cross-
attention layers.

Furthermore, preservation [3] or regularization [6] losses
are integrated into this stage to address the language drift
issue [48], [49]:

h
min Ez;zo.p:po; ; ot Jj (zu: t; (P))Jlg"' )
)
0 @t (PO

where 2! = E(X") is the latent embedding of the external
images, whether generated or collected, belonging to the same
class as the target subject, P is the text prompt without the
unique token, and is the regularization coefficient.

B. Reinforcement Learning for Fine-Tuning

This stage is to further enhance the model for more refined
images under diverse quality criteria. Given that image quality
metrics, particularly human preference, are not differentiable,
it is intuitive to employ reinforcement learning to directly
optimize the model with these metrics. In this study, we
apply the fine-tuning methods originally proposed for diffusion
models [32], [33] to the customized generation.

Considering the diffusion denoising process as a sequen-
tial decision-making problem, where random noise z7 it-
eratively follows the parameterized transition distribution
p (z¢ 1jzZt;y) and generates a trajectory = Fzr;:;z09
to yield the final latent zp for decoding into a new im-
age 8 = D(zp), it can be formulated as a Markov deci-
sion process (MDP) defined by a tuple (S;A; o;P;R) =
(fseg; fatg; o; P(St+1jSt; at); R(St; at)), respectively repre-
senting the state space, the action space, the distribution of
initial states, the transition kernel, and the reward function:

p(y); TN 1) 5 (adgst) » p (2 1ze;y);

0 »
St » (Zo 4Y); P(seraistiag) » (ze 15 t 17 y)
r(zo;y) ift=0
at , Zt 1, R(st; ar) » .
te o S 0 otherwise
“)
where (atjSt) refers to the policy at time step t, , is the

Dirac delta distribution at z, y is the conditioning input.
Since the cumulative reward R(St; at) equals r(zo;y), the
optimization objective of reinforcement learning for diffusion
denoising can be aligned with that of the MDP [32], [33]:
> #
maxEpcj)  R(Sua) =maxEpyyp @oiy) MZ07Y) ;

t=0
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which can be optimized by the policy gradient estimator [50],
[51]:

.
rJ=E {Z r logp (ztljzt;y)r(zo;y)] ; (6)

t=0

or the importance sampling estimator [52], [53]:
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with the implementation of trust region via clipping [33], [53],
[54].

C. Curriculum Multi-Reward Reweighting

a) Multiple Rewards: In reinforcement learning, a crucial
aspect lies in designing the reward r(zo;y). Previous studies
typically focus on a single reward at a time [9], [32], [33], [55],
which may not adequately fulfill the demands of customized
text-to-image generation, as numerous factors can influence
the quality of a customized image. In this paper, we select
diverse metrics including prompt fidelity (CLIP-T), subject
fidelity (CLIP-I and DINO), and human preference (Aesthetic,
PickScore, and ImageReward) as multiple rewards to facilitate
more effective reinforcement learning fine-tuning. Detailed
descriptions of these metrics are provided as follows.

cos(CLIP(%); CLIP(P));
cos(CLIP(®); CLIP(x));
roino » Cos(DINO(R); DINO(x));
I Aesthetic » AestheticScore(R);
PickScore(%; P);
ImageReward(%; P);

frcLip 1T »

FcLip 1 »
(3

I'PickScore »
rImageFeeward »

where & = D(zp) is the generated image, X is the sample
image, P refers to the text prompt as conditioning input
y , P, and cos means cosine similarity. All these metrics are
derived from pre-trained text-image models, such as CLIP [4],
DINO [56], and their variants [5], [55], [57].

b) Rewards as Curricula: During each epoch of fine-
tuning, we regard rewards as curricula for the generative model
and assign adaptive weight Wy, to the mt™h reward rpy, as its
importance. This allows the model to learn in an organized
manner, maximizing the reweighted rewards:

b ¢
max Wmlm; 9)
ri;::5rm
m=1

maxr =
r

where M is the total number of rewards. The next two para-
graphs introduce how we measure the model’s performances
on all curricula and how to schedule among them.

c) Curriculum Measurer: Before assigning the weights,
it is essential to assess how well the model performs on the
metrics associated with the rewards. Directly comparing their
absolute values is not feasible due to the considerable variation
in the value range of each metric. Therefore, we propose to
evaluate the model’s performance changes on each metric by
comparing its current value r® to its exponential moving
average (EMA) 57'1) under the constrain of its exponential



moving standard deviation (EMSD) ﬁ?, i.e., calculating its

Z-Score TET? at each epoch [58]:

K= m) &+ wr®;

=1 WE2+ ne® D (0
= r® O = .

m m m m

where ¢ 2 [0;1] is a hyper-parameter for the decay factor
of the m™" reward rp,, and i denotes the fine-tuning epoch.
A relatively small or even negative value of T indicates that
the model fails to make sufficient progress on the mt" reward
in the current epoch, so we need to encourage the model to
learn more from this reward by increasing the weight Wm.
Conversely, a large positive value of Ts\'».) indicates significant
improvement, suggesting a decrease in weight. Using this cur-
riculum measurer, we then implement curriculum schedulers
for all rewards to balance them and prevent the possible reward
conflict, as described in the following paragraph.

d) Curriculum Scheduler: To implement the idea of
increasing weights for poor metrics and decreasing them for
good metrics, we formulate the curriculum scheduler as:

8Tm Tmo, SEWyH Wmo O (11D
The simplest possible resolution of Equation (11) is:
X b2 ¢
min WmTm; St Wm =1
Wi1jiiwm _
A G (12)
1 ifm=argminty,
:) Wm = m :

0 otherwise

This solution essentially selects the worst metric as the reward
while ignoring other metrics, which is detrimental to the opti-
mization of all metrics. Therefore, we propose a soft version
by adding a regularizer ,,(logWm)?2, which encourages W,
to be close to 1 controlled by :

po e

min WmTm +  m(logwm)?: (13)

W1,;:5XWmnm
m=1

Equation (13) defines the curriculum objective for optimizing
Wpm. Compared to conventional smooth weighting schemes,
such as Softmax or normalized exponential, this objective
accomplishes the target stated in Equation (11), assigning
higher weights to relatively poorer metrics. Compared to
Equation (12), this objective draws inspiration from self-paced
curriculum learning [37], [59]-[61] by introducing a regular-
ization term to constrain both the value range and change of
the weights. The solution to this objective is presented below.

pl ¢
min WmPm + m(logwm)?
W1 iWm
m=1
@
= gwy, WmTm m(logwm)* =0;
=) TmWm+2 m(logwym) =0; (14)
. r _ logwnm,
- 2 m h W
=) c¢=de%;
where c¢c= r 2R; d= logwm 2 R:
2 m

The solution is d = W(c); ¢ %, and W refers to Lambert
W function. When ¢ %, we define d = W( %) = 1to
guarantee the continuity of the function. Therefore,

e Tm=m 2=e

Wm = a3 — H
e WIm=m) po= > 2=e

5)

where 5, 0 is a hyper-parameter, and W refers to Lambert
W function. The figure 5 visualizes the results of Eq. (14)
and (15), which illustrates that Wy, satisfies Equation (11).

2.0
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(b) Wm = Wm (Tm)

Fig. 5: Visualization of Equation (14) and (15).

Furthermore, to account for the relative performance
changes between metrics, we introduce L1-normalization:
Wm .
Py

Wm :
m=1 Wm

(16)

e) Curriculum in Practice: Combining the rewards and
their corresponding weights, we can derive the aggregated
reward r with Equation (9). However, the weights cannot elim-
inate the magnitude difference among the rewards. Following
the standard practice in reinforcement learning', we normalize

Uhttps://github.com/pytorch/examples/tree/main/reinforcement_learning



TABLE I: Quantitative comparison between different methods on DreamBench. For Avg-Rank, a lower value indicates better
performance, while for others, a higher value represents better results. We highlight the best one for each metric in bold.
Relative Improvement is obtained by comparing with DreamBooth.

CLIP-T (1) CLIP-I (1) DINO (1) Aesthetic (1) PickScore (1)  ImageReward (1)  Avg-Rank (J)

Textual Inversion 0.2730 0.7710 0.5665 5.2046 20.692 -0.8794 5.8373
DreamBooth 0.2883 0.7903 0.6322 5.3304 20.277 -0.1666 3.1351
Custom Diffusion 0.3018 0.7555 0.5624 5.2426 21.711 0.7353 4.2585
DisenBooth 0.3150 0.7651 0.5920 5.3810 21.683 0.8987 2.9277
DPG 0.2911 0.7967 0.6414 5.2978 21.034 0.0976 2.7989
CurCustomizer 0.3157 0.8026 0.6605 5.6174 21.944 0.8994 2.0424
Relative Improvement 9.503% 1.556% 4.476% 5.384% 8.221% - -

I'm to have zero mean and unit variance within one epoch as
the practical reward. Considering the normalization of reward
F'm, for the Nt data sample among all N data samples reward
at one ﬁner_&pnlng epoch, the ('\_Btlmlzatlon objective is not to

maximize  ,—; Wmlnm but M m=1 Wm rnm, where
o _ ram mean(rim; 5 rnm) .
Mm = Ceees ’ (17)
std(rim; 5 rnm) +
and is a small constant to prevent division by zero.

Furthermore, considering the per-prompt normalization, we
maintain a queue Q with fixed size S = size(Q) for each
prompt P to record all rewards whose corresponding prompts
is P. Therefore, for the s™ data sample among all S data
samples inghe queue, the OEgmlzatlon Ob]eCthC is not to

M
maximize 1 Wmlsm but 1, W, where
r mean(rim; ::;;r )
0 _ Ism 1ms Sm
Fsm = (18)

std(rym; i rsm) +

D. The Proposed CurCustomizer Method

Integrating all the aforementioned components, we summa-
rize the complete process of our CurCustomizer method in
Figure 4 and Algorithm 1. In CurCustomizer, we first fine-
tune the diffusion model by binding the target subject with a
unique token and implanting the subject into the output domain
of the model for customized text-to-image generation. Then
we conduct reinforcement learning fine-tuning to improve the
quality of generation. At each epoch of this stage, we derive
various quality metrics for the generated images as the rewards
and conduct curriculum reweighting by updating Wy, based on
the relationship between the current reward and its moving
average and standard deviation. Finally, we aggregate the
multiple rewards and update the trainable parameters of the
diffusion model using the polity gradient estimation method.
It is worth noting that the curriculum reweighting process
requires an almost negligible amount of time compared to each
fine-tuning epoch, as discussed in the Section V-F.

V. EXPERIMENTS

In this section, we outline the experimental setup (Sec-
tion V-A), evaluate the performances of our method compared
to existing works (Section V-B), and provide further empirical
analysis (from Section V-C to V-F).

Algorithm 1 CurCustomizer (Re-examined)

Require: a pre-trained diffusion model , sample images
kagl'le, text prompt P with a unique token [V], preser-
vation loss coefficient , moving average factor , and
curriculum reweighting coefficient .

1: Fine-tune the diffusion model for customized text-to-

image generation with Eq. (3).

while not convergent do
Derive multiple target rewards I'm;

Calculate the Z-Score of each reward with Eq. (10);

Update reward weight wy, with Eq. (15) and (16);

Aggregate all the reweighted rewards with Eq. (9);

Fine-tune the diffusion model via RL with Eq. (6).
end while

Return the fine-tuned customized generation model.

R A A A o

A. Experimental Setup

1) Datasets: We utilize the DreamBench dataset introduced
by DreamBooth [3]. It is a collection of 30 subjects down-
loaded from Unsplash?, including various objects such as
backpacks, toys, and bowls, as well as live subjects such as
dogs and cats. Additionally, it provides 25 text prompts related
to recontextualization, accessorization, and property modifica-
tion. Following previous studies, we generate 4 images per
text prompt for each target subject, resulting in a total of 3000
images for comprehensive evaluation.

2) Comparable Methods: We compare our method with the
following state-of-the-art methods based on the latent diffusion
model proposed for customized text-to-image generation.

Textual Inversion [2] inverts subjects to new pseudo-words
in the embedding space of a pre-trained text-to-image model
by fine-tuning the embedding lookup table of text encoder.
DreamBooth [3] binds subjects with unique identifiers by
fine-tuning the text-to-image diffusion with reconstruction
loss and class-specific prior preservation loss.

Custom Diffusion [6] introduces new modifier tokens for
subjects by optimizing key and value projection matrices in
the diffusion model cross-attention layers.

DisenBooth [10] disentangles identity-relevant and identity-
irrelevant embedding by introducing weak denoising and
contrastive auxiliary loss.

Zhttps://unsplash.com



Fig. 6: Qualitative comparison between different methods on DreamBench. We visualize customized text-to-image generation
examples of different subjects given sample images and textual prompts.

DPG [36] designs a RL framework composed of a determin-
istic policy gradient algorithm and a specific differentiable
reward function for personalized text-to-image generation.

3) Evaluation Metrics: We evaluate the quality of cus-
tomized generation in terms of prompt fidelity (CLIP-T),
subject fidelity (CLIP-I and DINO), and human preference
(Aesthetic, PickScore, and ImageReward).

CLIP-T [2], [3]: The average cosine similarity between the
CLIP [4] embeddings of text prompts and those of generated
images. Its value range is [0;1].

CLIP-I [2], [3]: The average cosine similarity between
the CLIP [4] embeddings of sample images and those of
generated images. Its value range is [0; 1].

DINO [3]: The average cosine similarity between the ViT-
S/16 DINO [56] embeddings of sample images and those
of generated images. Its value range is [0; 1].

Aesthetic [57]: The score predicted by a linear estimator on
top of CLIP [4] trained with human aesthetic ratings. The
annotations range of the dataset used for aesthetic predictor
training is from 1 to 10, so we take its value range as [1; 10].
PickScore [5]: The score output by a CLIP-based [4]
model trained with real user preferences over generated
images. Without the learned scalar temperature parameter

T, its value range is [0;1]. If multiplied by parameter
T = 98:8645, the range of values is [0;98:8645]. In this
work, we take the PickScore along with its temperature.
ImageReward [55]: The score given by a human prefer-
ence reward model trained with human rating and ranking
annotation. According to the author?, when testing stable
diffusion v1.4 in this metric, the scope is observed to have
62:4% of [ 1;1] and 98:2% of [ 2;2], so we approximately
take its value range as [ 2;2].

Apart from the metrics used for fine-tuning rewards, we
introduce an additional metric to fairly compare our CurCus-
tomizer with other baseline methods:

Avg-Rank: The average ranking assigned by humans to
images generated by 6 methods, including existing methods
and our CurCustomizer. Its value range is [1; 6].

To achieve this, we conducted a user study, inviting 30
participants to rank images generated by different methods.
Following the approach of DreamBooth [3], we provided the
users with the following instructions: (i) Review the sample
images of the target subject and keep the subject in mind.
(ii) Carefully read the textual prompts, after which we will

3https://github.com/THUDM/ImageReward/issues/7



