
IEEE TRANSACTIONS ON PATTERN ANALYSIS AND MACHINE INTELLIGENCE, OCTOBER 2025 1

Uncertainty-aware Disentangled Dynamic Graph
Attention Network for Out-of-Distribution

Generalization
Xin Wang, Member, IEEE, Haoyang Li, Zeyang Zhang, Haibo Chen, Tong Xiao, Kehan Li, Wenwu

Zhu, Fellow, IEEE

Abstract—Dynamic graph neural networks, i.e., DyGNNs, have been extensively explored in literature to handle structural and temporal
properties in graphs. On the one hand, there naturally exist distribution shifts in real-world scenarios relevant to dynamic graphs. On the
other hand, the dynamics may further bring extra uncertainties to patterns in dynamic graphs. However, existing DyGNNs merely exploit
variant patterns with respect to labels under distribution shifts, failing to accurately make predictions when there exist distribution shifts
together with uncertain patterns from training data to test data. To deal with this issue, in this paper we propose to handle spatio-temporal
distribution shifts in dynamic graphs via the discovery and utilization of invariant patterns, taking uncertainties in patterns into account,
where the invariant patterns include structures and features whose predictive abilities are stable across distribution shifts. Nevertheless,
we face the following key challenges: i) How to discover the complex invariant and variant spatio-temporal patterns involving time-varying
topological structures and node-level features; ii) How to utilize the invariant and variant patterns to deal with the spatio-temporal
distribution shifts in dynamic graphs; iii) How to handle the pattern uncertainties upon capturing the hidden invariance and variance with a
theoretical guarantee. To tackle these challenges, we propose the Information Bottleneck guided Disentangled Dynamic Graph ATtention
network (IB-D2GAT). Our proposed IB-D2GAT model is able to effectively handle spatio-temporal distribution shifts with uncertainties in
dynamic graphs through discovering variant and invariant spatio-temporal patterns via information bottleneck. Specifically, we propose a
disentangled spatio-temporal attention network to capture the invariant and variant patterns. Next, guided by the information bottleneck
principle, we propose the distribution-based invariance optimization strategy which injects stochasticity into the invariant pattern
identification so as to prevent the variant information from influencing the prediction, thus eliminating the spurious impacts of variant
patterns. We further theoretically show that our proposed tailored invariance optimization strategy can lead to accurately capturing the
invariant patterns with stable predictive abilities and therefore is capable of handling distribution shifts. Experiments on multiple real-world
datasets and one synthetic dataset demonstrate the superiority of our method over state-of-the-art baselines under distribution shifts.

Index Terms—Graph Neural Network, Dynamic Graph Neural Network, Out-Of-Distribution Generalization.

✦

1 INTRODUCTION

DYnamic graphs widely exist in real-world applications,
including financial networks [1, 2], social networks [3, 4],

traffic networks [5, 6], etc. Distinct from static graphs, dynamic
graphs can represent temporal structure and feature patterns, which
are far more complex yet common in reality. Dynamic graph neural
networks (DyGNNs) have been proposed to tackle highly complex
structural and temporal information carried in dynamic graphs, and
have achieved remarkable progress in many predictive tasks [7, 8].

Nevertheless, the existing DyGNNs fail to handle spatio-
temporal distribution shifts naturally existing in dynamic graphs
due to various reasons such as selection bias [9, 10], survivorship
bias [11], trending [12] etc. For instance, external factors such
as period or market would affect the correlations between the
payment flows and transaction illegitimacy [13] in financial
networks. Interaction patterns in coauthor networks [14] and
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recommendation networks [15] may also be heavily dependent
on trends or communities. DyGNNs will fail to generalize to the
unseen test distributions as long as they follow the existing learning
strategy of highly relying on spatio-temporal patterns, which are
variant under distribution shifts. Moreover, although some methods
target at mining generalized subgraphs for stable performances
under distribution shifts, they follow a static manner in essence that
tries to learn generalized subgraphs with deterministic and static
representations to approximately represent dynamic graph patterns
in the real-world dynamic environment.

To address the problem, we study handling spatio-temporal
distribution shifts in dynamic graphs via discovering and utilizing
invariant patterns where the structures and features whose pre-
dictive abilities are stable across distribution shifts in this paper,
which is highly non-trivial and remains largely unexplored in the
literature with the following challenges.

• How to discover the complex variant and invariant spatio-
temporal patterns which involve time-varying graph structures
and node features in dynamic graphs?

• How to deal with spatio-temporal distribution shifts in a sys-
tematic way by resorting to the discovered variant and invariant
patterns?

• How to capture the uncertainties of dynamic patterns which are
crucial for modeling dynamic graph data?
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• How to design a theoretically guaranteed optimization objective
which is capable of learning accurate invariant patterns?

To tackle the challenges, we propose a novel DyGNN model,
Information Bottleneck guided Disentangled Dynamic Graph
ATtention network (IB-D2GAT1). The proposed IB-D2GAT model
is able to handle distribution shifts through discovering and utilizing
invariant spatio-temporal patterns with stable predictive abilities.

In particular, we first propose a disentangled spatio-temporal
attention network to capture the variant and invariant patterns in
dynamic graphs, enabling each node to associate with all its historic
neighbors through a disentangled attention message-passing mech-
anism. Then we propose a spatio-temporal intervention mechanism
that is capable of creating multiple intervened distributions via
sampling as well as reassembling variant patterns across spatial
neighborhoods and time intervals in order to eliminate spurious
impacts from variant patterns. Given that the variant patterns are
highly entangled across nodes, and conducting intervention via
directly generating and mixing up subsets of structures together
with features tends to be computationally expensive, we propose
to approximate the intervention process with summarized patterns
returned by the disentangled spatio-temporal attention network
rather than the original structures and features. We further propose
an invariance regularization term to minimize prediction variance
in multiple intervened distributions, enabling the capability of cap-
turing and utilizing invariant patterns with stable predictive abilities
to make predictions under distribution shifts. In order to handle
uncertainties in patterns, we next propose a distribution-based
invariance optimization objective derived from the information
bottleneck (IB) principle, which is able to eliminate the spurious
impacts of variant patterns and identify the invariant patterns with
stable predictive ability, taking uncertainties into account.

We theoretically prove that our proposed IB-D2GAT model
can accurately capture the invariant patterns for generalizing under
distribution shifts. Extensive experiments on five real-world and
synthetic datasets demonstrate the superiority of our proposed
IB-D2GAT model over state-of-the-art under distribution shifts.

The contributions of our work are summarized as follows:
• We propose Information Bottleneck guided Disentangled

Dynamic Graph Attention Network (IB-D2GAT), which can
handle spatio-temporal distribution shifts in dynamic graphs.
This is the first study to handle spatio-temporal distribution
shifts in dynamic graphs with information bottleneck regular-
ization, to the best of our knowledge.

• We propose a disentangled spatio-temporal attention network
to capture variant and invariant graph patterns, as well as
design a spatio-temporal intervention mechanism for the
creation of multiple intervened distributions such that the
spurious impacts from variant patterns will be eliminated, and
the invariant patterns can be fully utilized.

• We propose a distribution-based invariance optimization
strategy based on information bottleneck, taking uncertainties
into consideration, to accurately capture the invariant patterns
and eliminate the spurious impacts of variant patterns for
generalization under distribution shifts.

• Experiments on four real-world datasets and one synthetic
dataset demonstrate that our proposed IB-D2GAT model
is superior against state-of-the-art baselines on both node
classification and link prediction tasks.

1. The codes of this work are publicly available at https://github.com/
THUMNLab/IB-D2GAT

In particular, compared with the most relevant work [16], this
manuscript makes the following significant contributions:
1) The proposed IB-D2GAT model in this manuscript is able

to handle uncertainties in dynamic patterns through learning
invariant patterns on dynamic graphs via the information
bottleneck guaranteed objective, which is able to further
improve the generalization ability of dynamic graph neural
networks under spatio-temporal distribution shifts. This is the
first study of spatio-temporal distribution shifts in dynamic
graphs with information bottleneck regularization, to the best
of our knowledge.

2) Our newly proposed distribution-based invariance optimization
can inherently boost the invariance property of the invariant
patterns in the training process by incorporating stochasticity
without bringing in extra time and memory complexity.

3) IB-D2GAT jointly integrates the uncertainty-aware invariant
pattern identification and information bottleneck objective into
an end-to-end optimization framework, so that it becomes pos-
sible to make accurate out-of-distribution (OOD) generalized
predictions based on invariant patterns.

4) We analyze why the IB principle is not only applicable but also
essential for DyGNNs under spatio-temporal distribution shifts,
as outlined below:

a) Temporal Uncertainty and Spurious Patterns: Dynamic
graphs often exhibit time-varying patterns whose predictive
value fluctuates across time and environments. Simply
learning from observed spatio-temporal correlations risks
overfitting to transient, variant patterns. The IB principle
provides a principled mechanism to suppress these spurious
patterns by constraining mutual information with the input
while preserving label-relevant signals.

b) Spatio-Temporal Disentanglement: In DyGNNs, both
structure and feature information evolve across time. This
dynamic nature introduces entangled variant and invari-
ant components that are more difficult to separate than
in static graphs. By integrating the IB principle with
disentangled spatio-temporal attention, our method learns
compact, uncertainty-aware representations that preserve
causal invariance and discard unstable variations.

c) Theoretical Soundness under Dynamic Shifts: We ex-
tend the IB principle to dynamic graphs by designing
a distribution-based invariance objective (Eq. (18)) and
provide a theoretical guarantee (Theorem. 1 in Section 4.8)
showing that optimizing our IB objective leads to accurate
recovery of invariant patterns under spatio-temporal shifts.
This grounding further supports its use in dynamic settings.

d) First to Integrate IB with Dynamic Graphs under
Distribution Shifts: To the best of our knowledge, this
work is the first to apply the IB principle to DyGNNs in
the context of OOD generalization, offering a theoretically
justified and empirically validated framework for handling
spatio-temporal distribution shifts.

5) More extensive experiments are conducted to demonstrate that
IB-D2GAT can achieve significant improvement over the state-
of-the-art baselines, including the original model proposed in
the previous conference paper.

2 RELATED WORKS

We review related works in this section, covering dynamic graph
neural networks, out-of-distribution generalization, and disentan-

https://github.com/THUMNLab/IB-D2GAT
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gled representation learning.

2.1 Dynamic Graph Neural Networks

Dynamic graph neural networks (DyGNNs) have garnered signi�-
cant attention for addressing the intricate structural and temporal
dynamics within dynamic graphs [7, 8]. Typically, DyGNNs
integrate a GNN to encapsulate structural details at each temporal
instance, which is then processed by a sequential model such as an
RNN [17, 18, 19, 20] or temporal self-attention mechanism [21].
For instance, GCRN [20] leverages graph convolutional networks
to capture structural nuances at each timestamp and employs a
GRU to depict graph evolution over time, with variational inference
applied to represent node dynamics in a latent space [19]. DySAT
[21] employs a methodology akin to graph attention networks to
assimilate neighborhood data at each snapshot and utilizes temporal
self-attention for temporal data aggregation, enabling the model
to assign adaptive weights based on past graph contexts. Certain
studies [17, 18] adopt hyperbolic space for embedding dynamic
graphs, leveraging the space's hierarchical structuring and expan-
sive capacity. Another approach within DyGNNs incorporates time-
encoding techniques to depict temporal links, followed by spatial
or memory modules to analyze structural data [22, 23, 24, 25],
such as TGAT's [24] use of functional time encoding based on
Bochner's theorem to enable time-re�ective node embeddings. To
achieve nuanced continuous node embeddings, some methodologies
integrate neural interaction processes [26] and ordinary differential
equations [27]. For instance, EvolveGCN [13] offers a unique
perspective by evolving the parameters of graph convolutional
networks via RNNs, facilitating adaptability to node set changes
without requiring full temporal node knowledge. DyGNNs �nd
utility in diverse applications like dynamic anomaly detection
[28], event prediction [29], dynamic recommendation systems
[30], social character assessment [31], user modeling [32], and
temporal knowledge graph completion [33]. This paper delves
into the understudied area of spatio-temporal distribution shifts in
DyGNNs, contributing a new dimension to the existing literature
on dynamic graph neural networks.

2.2 Out-of-Distribution Generalization

The prevalent assumption in most machine learning methodologies
is the independence and identical distribution of training and testing
datasets, an assumption which may not hold in various real-world
contexts [34]. Notably, the potential distribution shifts between
the training and testing datasets could signi�cantly degrade the
model's performance. To address this issue, the Out-of-Distribution
(OOD) generalization issue has emerged as a focal point of research
across numerous �elds [34, 35, 36, 37, 38, 39]. In this vein, IRM
[40] represents a notable approach to OOD generalization, striving
to develop an invariant predictor that minimizes empirical risks
across training domains, thereby ensuring consistent classi�er and
representation performance across various environments. Simi-
larly, GroupDRO [41] focuses on minimizing the risks for the
worst-performing groups within the training domains, prioritizing
domains where the model incurs higher errors. VREx [42] aims
to diminish the risk variability across training domains, thus
mitigating the model's vulnerability to distributional changes.
Recent studies have also delved into addressing distribution shifts
in graph data [10, 43, 44, 45, 46, 47, 48, 49, 50, 51], where
shifts might occur in graph topologies, such as graph sizes and
structural attributes. For instance, certain research [52] constructs

structural causal models under the assumption of independence
between cause and effect to learn graph representations adaptable
across different size distributions for graph classi�cation. Another
approach [53] employs data augmentation by interpolating node
features and graph structure in the embedding space to enhance
OOD generalization. Techniques in graph self-supervised learning
[54, 55, 56] and explanatory methods [57] show promise in
addressing structural distribution shifts in graphs [58]. Time-series
data distribution shifts are also a critical area of OOD research
[12, 59, 60, 61, 62, 63, 64], with studies like [12] proposing
methods to adjust for statistical changes over time to address
distribution shifts. Despite these advancements, the challenge of
spatio-temporal distribution shifts in dynamic graphs, integrating
both structural and temporal changes, remains underexplored. This
paper pioneers the investigation of spatio-temporal distribution
shifts in dynamic graphs, marking a novel contribution to the �eld.

2.3 Disentangled Representation Learning

The goal of learning disentangled representations is to de-
compose the observed data into multiple underlying factors,
each represented by distinct vectors, as outlined in [65]. This
methodology is widely applied in �elds such as computer vision
[66, 67, 68, 69, 70, 71, 72, 73] and recommendation systems
[74, 75, 76, 77, 78, 79, 80, 81]. In recent advancements, graph data
has been addressed through the introduction of disentangled Graph
Neural Networks (GNNs) [82, 83, 84]. DisenGCN [85] innovates
in disentangled node representation by integrating a neighborhood
routing mechanism within graph convolution networks to segregate
factors in�uencing node connections. IPGDN [86] aims for
independence among graph latent factors by reducing their mutual
dependence using a kernel-based approach. FactorGCN [87] splits
the input graph into various factor graphs that are individually
processed by distinct GCNs, allowing for the dissection of the
graph into factorized representations. DGCL [88] and IDGCL
[89] focus on acquiring disentangled graph-level representations
through self-supervision, minimizing bias from supervised learning.
However, these methods are typically suited for static graphs and
might not effectively disentangle factors considering the structural
and temporal attributes of graphs. Additional research has been
conducted on decomposing deep generative models based on node,
edge, static, dynamic [90], or spatial, temporal, and graph factors
[91] to enable interpretable generation of dynamic graphs.

2.4 Graph Invariant Learning

Graph invariant learning has emerged as a powerful approach for
graph representation learning, focusing on capturing the stable
relationships between graph data and tasks. Recent works have
explored various applications of graph invariant learning in out-
of-distribution generalization [16, 44, 48, 85, 92]. For instance,
DIR [43] discovers causal rationales that remain invariant across
different distributions while �ltering out spurious patterns that
are unstable. EERM [44] proposes Explore-to-Extrapolate Risk
Minimization, an invariant learning framework that leverages
adversarially trained graph structure editors to create virtual
environments, enabling GNNs to extrapolate from a single observed
environment for robust node-level prediction. GIL [93] addresses
the challenge of OOD generalization in graphs by identifying
invariant subgraphs, inferring latent environments from variant
structures. However, these methods primarily focus on structural
distribution shifts and do not consider the temporal dynamics
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inherent in dynamic graphs. In contrast, our work extends the
concept of graph invariant learning to dynamic graphs, addressing
both spatial and temporal distribution shifts.

2.5 Graph Debiasing Learning

Graph debiased learning aims to mitigate the impact of spuri-
ous correlations in graph data, enabling models to learn more
robust and causally-relevant representations. Recent studies have
explored debiasing strategies for improving generalization and
fairness in graph neural networks [94, 95, 96]. For instance, DisC
[95]proposes a disentangled GNN framework that separates causal
and bias substructures via edge masking, encodes them with
dedicated GNNs, and synthesizes counterfactual unbiased samples
to improve generalization and interpretability under severe dataset
bias.GraphDE [96] introduces a uni�ed probabilistic framework
that models latent environments to simultaneously debias GNN
training by down-weighting outliers and enable effective OOD
detection. However, most existing graph debiasing approaches
focus on removing static structural biases and overlook the
challenges posed by temporal or evolving biases in dynamic
graphs. In contrast, our work extends graph debiasing to dynamic
settings, addressing both spatial and temporal bias shifts. Different
from representative debiasing methods such as DisC [95] and
GraphDE [96], which primarily target static structural biases,
our method extends debiasing to dynamic settings where biases
evolve over time. In particular, our spatio-temporal intervention
mechanism addresses a fundamental gap, as existing approaches
are not designed to handle time-varying spurious correlations that
emerge and disappear across different temporal contexts.

2.6 Graph Causal Inference

Graph causal inference aims to incorporate causal reasoning into
graph representation learning to improve robustness, interpretability,
and generalization under distribution shifts. Existing studies span
causal rationale discovery, intervention-based training, and counter-
factual reasoning [97, 98, 99, 100, 101]. For example, CaNet [102]
introduces causal interventions into GNN message passing to block
spurious correlations and enhance causal feature utilization for
OOD generalization. DyGNNExplainer [98] proposes a structural
causal model (SCM)-based generative approach that disentangles
causal relationships and generates spatio-temporal masks to provide
interpretable insights into the predictions of dynamic graph neural
networks. However, most existing causal inference methods for
graphs focus on static or single-snapshot settings, overlooking the
spatial–temporal causal dependencies critical to dynamic graphs.
In contrast, our work extends causal reasoning to dynamic graphs,
jointly capturing spatial and temporal causal patterns to improve
generalization in evolving environments. Different from static
causal methods such as CaNet [102] and recent dynamic approaches
like DyGNNExplainer [98], our framework integrates causal
reasoning directly into the learning process through intervention-
based training and information bottleneck constraints, rather than
focusing solely on post-hoc explanation.

3 NOTATIONS

In this paper, we de�ne the uppercase letters as random variables
(e.g.,G), while the uppercase calligraphic letters as samples of
variables (e.g.,G). We follow previous dynamic graph literature
and mainly focus on node-level tasks. LetGt denote the random
variable of the whole graph at timet , andGt

k the random variable

TABLE 1: The key notations and corresponding descriptions.

Notations Descriptions

G(1:t)
k Ego-graph trajectory

X t
k ; A t

k Features and adjacency matrix of ego-graph of node k at time t
Gt

k = (X t
k ; A t

k ); Y t
k Ego-graph induced by node k at time t, the node's label

Gt
I;k Invariant subgraph for node k's ego-graph at time t

Gt
V;k Variant subgraph for node k's ego-graph at time t

Z t
I;k Embedding of invariant pattern

Z t
V;k Embedding of variant pattern

f I ; f F Classi�ers for invariant patterns and full-graph patterns
m I ; m V Structural mask of invariant and variant patterns

Z t
I (u); Z t

V (u) Summarizations of invariant and variant patterns for node u at time t
AggI (�); Agg V (�) Aggregation functions for invariant and variant patterns

ht
u Hidden embeddings for node u at time t

I(�) Mutual information

of the ego-graph induced by nodek at timet , then the distribution of
graph trajectory can be factorized into ego-graph trajectories similarly
as [44, 103], i.e., p(Y t j G1:t ) =

Q
k p(y t

k j G t
k ). Here Y t can be

node properties or link occurrences between nodes at timet + 1 . An
instance ofGt

k , denoted asGt
k = (X t

k ; A t
k ) includes nodek and its

L-hop neighbors at timet , whereA t
k andX t

k are its adjacency matrix
and node features, respectively. We summarize the key notations and
corresponding descriptions in Table 1.

Dynamic Graph. Consider a graphG with the node setV and the
edge setE. A dynamic graph can be de�ned asG = (fG t gT

t=1 ), where
T is the number of time stamps,Gt = (V t ; Et ) is the graph slice at
time stampt , V =

S T
t=1 Vt , E =

S T
t=1 Et . For simplicity, a graph

slice is also denoted asGt = (X t ; A t ), which includes node features
and adjacency matrix at timet . We useGt to denote a random variable
of Gt .

Prediction tasks. For dynamic graphs, the prediction task
can be summarized as using past graphs to make predictions, i.e.
p(Y t j G1 ; G2 ; : : : ; G t ) = p(Y t j G1:t ), where labelY t can be node
properties or occurrence of links between nodes at timet + 1 . In
this paper, we mainly focus on node-level tasks, which are commonly
adopted in dynamic graph literatures [7, 8]. Following [44, 103], we
factorize the distribution of graph trajectory into ego-graph trajectories,
i.e. p(Y t j G1:t ) =

Q
v p(y t j G1:t

v ). An ego-graph induced from
nodev at time t is de�ned asGt

v = (X t
v ; A t

v ), whereA t
v is the

adjacency matrix including all edges in nodev's L -hop neighbors at
time t , i.e. N t

v , andX t
v includes the features of nodes inN t

v . The
optimization objective is to learn an optimal predictor with empirical
risk minimization:

min
�

E(y t ;G1:t
v )�p tr (y t ;G 1:t

v ) L
�
f � (G1:t

v ); y t � ; (1)

wheref � is a learnable dynamic graph neural network. We useG1:t
v ,

y t to denote the random variable of the ego-graph trajectory and its
label, and G1:t

v , yt to refer to the respective instances.
Spatio-temporal distribution shifts. However, the optimal pre-

dictor trained with the training distribution may not generalize well
to the test distribution when there exist distribution shifts. In the
literature of dynamic graphs, researchers are devoted to capturing laws
of network dynamics that are stable in systems [22, 104, 105, 106, 107].
Following them, we assume the conditional distribution is the same
ptr (Y t j G1:t ) = p te (Y t j G1:t ), and only consider the covariate shift
problem whereptr (G1:t ) 6= pte (G1:t ). Besides temporal distribution
shifts which naturally exist in time-varying data [12, 59, 60, 61, 62]
and structural distribution shifts in non-euclidean data [43, 44, 108],
there exist much more complex spatio-temporal distribution shifts in
dynamic graphs. For example, the distribution of ego-graph trajectories
may vary across periods or communities.

4 METHOD

We introduce an intervention-based dynamic graph neural network
as our base model to handle spatio-temporal distribution shifts in
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dynamic graphs without considering uncertainties in Section 4.1-
4.4. Moreover, in Section 4.5-4.8, we further propose information
bottleneck guided disentangled dynamic graph attention networks,
i.e., IB-D2GAT, to handle more complex and challenging uncertainty
properties of the spatio-temporal patterns, with better theoretical
guarantees for generalization under distribution shifts.

4.1 Handling Spatio-Temporal Distribution Shifts
The �rst thing that needs to be considered is handling the distribution
shifts of spatio-temporal patterns in dynamic graphs.

4.1.1 Spatio-Temporal Patterns
Over recent years in the development of dynamic graphs, various
researchers have strived to identify meaningful patterns in network
dynamics, illustrating the evolution of real-world networks over
time [109, 110, 111, 112]. For instance, triadic closure principles
suggest that in social networks, two nodes sharing common neighbors
are likely to interact in the future [106, 113, 114]. In addition to
structural data, attributes of nodes play a crucial role in these patterns,
such as how social ties may be in�uenced by factors like gender
and age [115]. Rather than deducing patterns manually, our goal is
to discover them through the application of DyGNNs, enabling the
extraction of more intricate spatio-temporal patterns that integrate
various features and structures within dynamic graphs. Consequently,
we characterize the spatio-temporal pattern for node-level prediction
as a component of the ego-graph trajectory:

P t (v) = m t
v (G1:t

v ); (2)

where m t
v (�) selects structures and attributes from the ego-graph

trajectory. In [106], the pattern is explained as an open triad with
similar neighborhood, and the model tends to make link predictions
to close the triad witĥy t

u;v = f �
�
P t (u); P t (v)

�
based on the laws

of triadic closure [116]. DyGNNs aim at exploiting predictive spatio-
temporal patterns to improve prediction ability. However, the predictive
power of some patterns may vary across periods or communities due to
spatio-temporal distribution shifts. Inspired by causal theory [117, 118],
we make the following assumption.

Assumption 1. For a given task, there exists a predictorf (�) . For
samples (G1:t

v , yt ) from any distribution, there exists an invariant
patternP t

I (v) and a variant patternP t
V (v) such thatyt = f

�
P t

I (v)
�
+

� and P t
I (v) = G 1:t

v nP t
V (v), i.e., y t ? P t

V (v) j P t
I (v).

Assumption 1 means that invariant patterns Pt
I (v) are adequately

predictive for labelyt and can be leveraged across different periods
and communities without modifying the predictor, whereas the impact
of variant patternsP t

V (v) on y t is mitigated by the invariant patterns.

4.1.2 Training Objective
Our main idea is that to enhance generalization capabilities, the model
should depend on invariant patterns rather than variant patterns, since
the former are adequate for prediction while the predictivity of the
latter may vary under distribution shifts. Along this, our goal can be
reformulated as follows,

min
� 1 ;� 2

E(y t ;G1:t
v )�p tr (y t ;G 1:t

v ) L
�

f � 1

� ~P t
I (v)

�
; yt

�

s:t � � 2 (G1:t
v ) = ~P t

I (v); y t ? ~P t
V (v) j ~P t

I (v);
(3)

wheref � 1 (�) make predictions based on the invariant patterns,� � 2 (�)
aims to �nd the invariant patterns. Backed by causal theory [117, 118,
119], the goal above can be transformed into:

min
� 1 ;� 2

E(y t ;G1:t
v )�p tr (y t ;G 1:t

v ) L
�

f � 1

�
� � 2 (G1:t

v )
�
; yt

�
+

�Var s2S

�
E

(y t ;G1:t
v )�p tr

�
y t ;G 1:t

v jdo(P t
V =s)

� L
�

f � 1

�
� � 2 (G1:t

v )
�
; yt

� �
;

(4)
where do denotes do-calculus to intervene the original distribu-
tion [118, 120], S represents the intervention set and� denotes a

balancing hyperparameter. The idea can be informally explained that
as in Eq.(3), variant patternsP t

V have no in�uence on the labely t

given the invariant patternsP t
I , then the prediction would not be varied

if we intervene the variant patterns and maintain invariant patterns as
they are.

Remark 1. Minimizing the variance term in Eq.(4) helps the model
to satisfy the constraint ofy t ? ~P t

V (v) j ~P t
I (v) in Eq. (3), i.e.,

p(y t j ~P t
I (v); ~P t

V (v)) = p
�
y t j ~P t

I (v)
�
.

4.2 Disentangled Dynamic Graph Attention Networks
In this section, we will discuss in detail the disentangled dynamic
graph attention networks.

4.2.1 Disentangled Spatio-temporal Graph Attention Layer
Dynamic Neighborhood. To simultaneously account for the spatio-
temporal information, we characterize the dynamic neighborhood
as N t (u) = fv : (u; v) 2 E t g, encompassing all nodes that have
interactions with node u at time t.

To capture the spatio-temporal pattern for each node, we introduce
a spatio-temporal graph attention mechanism to enable each node to
simultaneously attend to its dynamic neighborhood. For a nodeu at
time stampt and its neighborsv 2 N t 0

(u); 8t 0 � t , we calculate the
Query-Key-Value vectors as:

q t
u = W q

�
h t

u jjTE(t)
�
;

k t 0

v = W k
�
h t 0

v jjTE(t 0)
�
;

v t 0

v = W v
�
h t 0

v jjTE(t 0)
�
;

(5)

whereh t
u denotes the representation of nodeu at the time stampt , q, k ,

v denotes the query, key, and value vector, respectively, and we omit the
bias term for simplicity. TE(t) represents temporal encoding techniques
to derive embeddings of timet , enabling intrinsic consideration of the
link occurrence time [24, 25]. Subsequently, we calculate the attention
scores among nodes within the dynamic neighborhood to derive the
structural masks:

m I = Softmax row

�
q � k T

p
d

�
; (6)

m V = Softmax row

�
�

q � k T

p
d

�
; (7)

� q 2 R N�d is the query matrix of all nodes (stacked from all
node-level query vectors);

� k 2 R N�d is the key matrix of all nodes (stacked from all
node-level key vectors);

� Softmax row denotes applying the softmax function independently
to each row (node) for normalization;

� m I ; m V 2 R N�N are the invariant and variant attention weight
matrices, respectively.

Here d denotes feature dimension,m I and m V are the masks of
invariant and variant structural patterns. Through this way, dynamic
neighbors with higher attention scores in invariant patterns will possess
lower attention scores in variant ones, indicating a negative correlation
between invariant and variant patterns. To capture invariant feature
pattern, we utilize a learnable feature maskm f = Softmax(w f )
to �lter features from the messages of dynamic neighbors. Then
the messages of dynamic neighborhood can be summarized with
corresponding masks:

Z t
I (u) = Agg I (m I ; v � m f );

Z t
V (u) = Agg V (m V ; v);

(8)

where Agg(�) represents aggregating and summarizing messages from
dynamic neighborhood. To more effectively disentangle the invariant
and variant patterns, we introduce distinct aggregation functions
AggI (�) and AggV (�) to speci�cally summarize speci�c messages
from masked dynamic neighborhood respectively. Following this, the
pattern summarizations are added up as hidden embeddings to be fed
into subsequent layers:

h t
u  Z t

I (u) + Z t
V (u): (9)
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4.2.2 Overall Architecture
The entire framework is a stacking of spatio-temporal graph attention
layers. Similar to classic graph message-passing networks, this enables
each node to access high-order dynamic neighborhood indirectly,
wherezt

I (u) andzt
V (u) at l-th layer is a summarization of invariant

and variant patterns inl-order dynamic neighborhood, respectively.
Practically, the attention can be easily extended to multi-head atten-
tion [121] to stabilize the training process and model multi-faceted
graph evolution [21].

4.3 Spatio-Temporal Intervention Mechanism
One way of intervening variant pattern distribution as Eq.(4) is directly
creating and modifying the variant patterns. Yet, this is impractical
for several reasons: Firstly, since it has to intervene the dynamic
neighborhood and features node-wisely, the computational complexity
is unbearable. Secondly, the generation of variant patterns, which
encompass time-evolving structures and attributes, poses a signi�cant
challenge.

To address the aforementioned issues, we propose to approximate
the patternsP t with summarized patternszt found in Section 4.2.
Since zt

I (u) and zt
V (u) serve as summarizations of invariant and

variant spatio-temporal patterns for nodeu at time t , we propose to
approximate the intervention process by sampling and substituting
the variant pattern summarizations instead of modifying the original
structures and features with generated ones. For the spatio-temporal
intervention, we gather variant patterns of all nodes across all time,
from which we select one variant pattern to substitute the variant
patterns of other nodes across time. We adopt a random sampling
strategy to select a subset of variant pattern summarizations from the
training data, making the intervention tractable and avoiding costly
combinatorial overhead. For each node–time pair, we replace its variant
pattern summarization (i.e.,zt

V (u) ) with one randomly sampled from
the pool of variant summarizations derived from other nodes and time
steps, while keeping the invariant summarizationzt

I (u) unchanged.
This substitution is performed multiple times within each mini-batch
to generate diverse intervened distributions. For example, the variant
pattern of nodev at timet2 can be used to replace that of nodeu at
time t1 as:

zt 1
I (u); z t 1

V (u)  z t 1
I (u); z t 2

V (v): (10)

Since the summarization of the invariant pattern remains unchanged,
the label should remain constant. Owing to the disentangled spatio-
temporal graph attention, we acquire variant patterns across neighbor-
hoods and time, serving as natural intervention samples inside data
so that the complexity of the generation problem can also be avoided.
By doing Eq.(10) multiple times, we can acquire multiple intervened
data distributions for the subsequent optimization. The intervention is
conducted on summarized representations (i.e., attention-aggregated
embeddings) rather than on the raw graph structures or features. This
design choice reduces the memory footprint and runtime overhead,
while still achieving the desired intervention effect on the model's
perception of variant contexts.

4.4 Optimization with Invariance Loss
Drawing on the multiple intervened data distributions with distinct
variant patterns, we can subsequently optimize the model to focus on
invariant patterns for making predictions. Here, we present invariance
loss to instantiate Eq.(4). Let zI and zV denote the summarized
invariant and variant patterns, we calculate the task loss by only
adopting the invariant patterns:

L = `
�
f (z I ); y

�
; (11)

wheref (�) indicates the predictor. The task loss lets the model utilize
the invariant patterns for making predictions. Next, we calculate the
mixed loss as:

L m = `
�
g(zV ; zI ); y

�
; (12)

where another predictorg(�) makes predictions employing both
invariant patternszV and variant patternszI . The mixed loss measures

the model's prediction ability when variant patterns are also exposed
to the model. Then the invariance loss is calculated by:

L do = Var s i 2S
�
L m jdo(P t

V = s i )
�
; (13)

where `do' denotes the intervention mechanism as mentioned in
Section 4.3. The invariance loss measures the variance of the model's
prediction capacity under multiple intervened distributions. The sam-
pling pool of variant patterns is composed of the variant embeddings
of all nodes at the current time as well as from all past time steps.
Finally, the training objective is:

min
�

L + �L do ; (14)

where the task lossL is minimized to leverage invariant patterns,
whereas the invariance lossL do helps the model to discover invariant
and variant patterns, and� is a hyperparameter to balance between the
two objectives. After training, only invariant patterns are utilized for
making predictions during the inference phase. The overall training
process is outlined in Algorithm 1. Our method intervenes on the latent
embeddings of these variant patterns rather than on raw data. This
design has several theoretical consequences in IB-D2GAT framework.
First, by intervening in the embedding space, we directly perturb the
learned representations that encode both invariant and variant factors,
thereby enforcing a more controlled regularization of the mutual
information between representation and label under distributional
shifts. Second, since embeddings already compress high-dimensional
inputs, interventions at this level reduce noise and mitigate the
combinatorial explosion of possible perturbations in the raw feature
space, improving optimization stability. Third, this strategy implicitly
assumes that the encoder faithfully disentangles invariant and variant
components; hence, the validity of our latent interventions—and the
resulting invariances—depends on the inductive bias of the embedding
architecture. In other words, the learned invariances may align with
causal factors only insofar as the encoder preserves them. Taken
together, intervening on embeddings trades off stricter guarantees
in the raw input space for computational tractability and sharper
information-theoretic control in the representation space.

Algorithm 1 Training pipeline for Intervention-based Dynamic
Graph Neural Network

Require: Training epochsL , number of intervention samplesS,
hyperparameter �

1: for l = 1; : : : ; L do
2: Obtainzt

V ; zt
I for each node and time as described in Section 4.2

3: Calculate task loss and mixed loss as Eq. (11) and Eq. (12)
4: SampleS variant patterns from collections ofzt

V , to construct
intervention set S

5: for s in S do
6: Replace the nodes' variant pattern summarizations withs as

Section 4.3
7: Calculate mixed loss as Eq. (12)
8: end for
9: Calculate invariance loss as Eq. (13)

10: Update the model's parameters according to Eq. (14)
11: end for

4.5 Invariant Causal Prediction via Mutual Information

We begin with identifying three primary limitations in the current
design of existing approaches.

1) We observe that using the variance of predicted values as evidence
that the variant features of nodes lack comprehensive node
information is practical but lacks a solid theoretical foundation.

2) The existing models, such as DIDA [16], do not adequately
address uncertainties in dynamic graph patterns, potentially
compromising robustness and expressiveness.
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Fig. 1: Framework of the proposed IB-D2GAT. (Top) Given a dynamic graph with multiple timestamps, the IB-D2GAT model incorporates
disentangled spatio-temporal message passing to capture summarizations of high-order invariant and variant patterns. (Bottom left) The
spatio-temporal intervention mechanism further enhances the framework by creating multiple intervened distributions through sampling
and reassembling variant patterns across space and time for each node. (Bottom right) Finally, the model is optimized using samples
from intervened distributions, enabling it to focus on invariant patterns and make accurate predictions by minimizing invariance loss.

3) The existing literature also does not have a rigorous theoretical
guarantee to capture the invariant dynamic graph patterns and
eliminate the variant impact of variant patterns.

To address the �rst limitation, we extract invariant patterns from the
perspective of mutual information and provide a detailed analysis of
the loss function along with theoretical guarantees. Building upon
the de�nitions introduced in Section 3, we propose a novel objective
function for the proposed IB-D2GAT model to better �nd the invariant
causal relationship underlying each ego-graph and its corresponding
label. To be more speci�c, the input graphGk can be divided into
two parts, i.e., the invariant (causal) patternZ I;k and the variant
(environmental) patternZV;k . Following the literature [40, 43, 46, 92,
118] and using the language of causal inference, we can reasonably
assume that both the variant patternZV;k and the invariant pattern
Z I;k are correlated withYk , but only the relationships between the
invariant pattern and the label should be treated as causal relations
while the relationships between the variant pattern and the label are
considered to be spurious correlations. These de�nitions and theories
can be summarized in the following assumptions.

Assumption 2. (1) For each (G1:t
k ; Y t

k ), there exists an invariant
patternZ t

I;k and a variant patternZ t
V;k , s.t.Z t

V;k = G 1:t
k nZ t

I;k . (2)
Y t

k 6?? Z t
V;k , meaning that the variant patternZ t

V;k is correlated with
the labelY t

k . (3) Y t
k ?? Z t

V;k j Z t
I;k and Y t

k = f(Z t
I;k ) + � , where

f is a predictor. This assumption infers that the invariant pattern
Z t

I;k alone is suf�cient for predicting the labelY t
k , and that further

involving the variant pattern does not improve the prediction. Besides,
one can always extract such invariant patterns from the ego-graphs
across different distributions, without adjusting the predictor f .

According to Assumption 2, only the real causal relationships
remain stable and invariant across different time periods or spatial
communities. Therefore, we target at seeking the invariant patterns
Z t

I;k that are suf�ciently predictive for labelyt
k , hence achieving

Y t
k ?? Z t

V;k j Z t
I;k . Here Z t

I;k = �
�
Gt

k

�
, where � is the invariant

pattern extractor. Given that the variant patterns tend to change under
different distributions, the utilization of these variant patterns may
thus inevitably increase the mutual information between the inputs
and the latent representations. Therefore, to mitigate the impact of
such variant patterns, we propose to constrain this mutual information,
which naturally leads to the employment of the information bottleneck
(IB) theory. To be more speci�c, we can factorize the main goal into the
following optimization problems. First, the invariant patterns should
be informative of the class label:

max
�

I
�
�(G t

k ); Y t
k

�
: (15)

To obtain better generalization ability, the model should rely on
invariant patterns rather than variant patterns, i.e.,

min
�

I
�
Z t

V;k ; Y t
k j �(G t

k )
�
: (16)

To avoid choosing pseudo-invariant features and geometric skews, we
adopt the representations with the least capacity,

min
�

I
�
Gt

k ; �(G t
k )

�
: (17)

Putting the above optimization constraints together, we obtain the
following training objective for IB-D2GAT,

max
�

I(Z t
I;k ; Y t

k ) � �I(Z t
V;k ; Y t

k j Z t
I;k )

��I(G t
k ; Z t

I;k ); s:t:; Z t
I;k � �(G t

k ): (18)

In the following sections, we will discuss the implementations and
theoretical analyses of the above training objective.
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4.6 Dynamic Graph Attention Network via Wasserstein
distance
To mitigate the second limitation identi�ed in the beginning of
Section 4.5, we incorporate multi-dimensional Gaussian distributions
as feature vectors for nodes, enhancing the model's ability to capture
uncertainties in dynamic graph patterns. Furthermore, we introduce
the Wasserstein distance metric to calculate attention weights for
nodes, offering a more nuanced approach to measuring distributional
differences. To solve the third limitation, we employ Information
Bottleneck (IB) principles to yield elegant theoretical results. While the
IB principles have been effectively applied in invariant feature learning,
they can not be easily adapted to dynamic graphs under distribution
shifts. Therefore, we �rst modify the spatio-temporal graph attention
mechanism that allows each node to simultaneously engage with its
dynamic neighborhood. Speci�cally, for a nodeu at a given time stamp
t and its neighborsv in N t 0

(u) for all t0 � t , we compute the Query-
Key-Value vectors to facilitate this interaction as de�ned in Eq.(5).
Here, to measure the uncertainty, we use a parametric distribution to
model the node spatio-temporal patterns, and the representationsh are
sampled from the according distributions. Then, we use Wasserstein
distance to calculate the attention weight for node u, v.

m I = Softmax
�

� Wasserstein(qt
u ; k t 0

v )
�
;

mV = Softmax
�
Wasserstein(qtu ; k t 0

v )
�
;

(19)

The smaller the distance, the more similar the nodesu, v are. So we
use the negative values of the Wasserstein distance as the attention
weight. The Wasserstein distance is calculated as follows:

Wasserstein(u; v) =k �u t � � v t 0 k2
2 +

trace
�
� u t + � v t 0 � 2(�

1
2
u t � v t 0 �

1
2
u t )

1
2

�
;

(20)

where� and� are the mean value and covariance matrix, respectively.

Discussions on Wasserstein distance. Here, we discuss our motiva-
tions for considering the Wasserstein distance in the model design as
follows.

1) The Wasserstein distance is advantageous at measuring the
dissimilarity between distributions, effectively quantifying the
variance of items presented in the form of distribution. This
metric is particularly effective as it satis�es the triangle inequality,
offering good solutions to many cold-start scenarios and helping
to capture relationships between nodes across different time
frames.

2) The Wasserstein distance contributes to a more stable training pro-
cess, providing a smoother metric for comparing non-overlapping
distributions, which is crucial in real-world scenarios where
distant nodes indicate signi�cant dissimilarities. Wasserstein
distance demonstrates advantageous properties compared with
the KL divergence, which can yield in�nite distances in such
scenarios, leading to numerical instability.

Following the design with Wasserstein distance, our IB-D2GAT
model is able to �t a traditional attention network with uncertainty
properties, where each node aggregates information from its dynamic
neighborhood. As such, our design with uncertainties taken into
account is able to develop more nuanced pattern representations:

Z t
I (u) = Agg I (m I ; v � m f );

Z t
V (u) = Agg v (m V ; v);

(21)

whereAgg� (�) denotes the function responsible for aggregating and
summarizing variant (AggV ) and invariant (AggI ) messages from a
node's dynamic neighborhood. This process is crucial in the neural
network's architecture, particularly when it encompasses multiple
layers. In such cases, the variant (ZV ) and invariant (Z I ) pattern
representations generated at each layer are cumulatively added to form
hidden embeddings:

ht
u  Z t

I (u) + Z t
V (u): (22)

These embeddings are then propagated as inputs to the subsequent
layers of the neural network, facilitating a deeper and more complex
level of pattern analysis.

4.7 Objective Function Design

Since directly optimizing Eq.(18) is intractable in practice, we turn to
maximize its lower bound by employing a variational approximation
approach. We assume thatr(Z t

I;k ) serves as an approximate representa-
tion of the true marginal distributionp(Z t

I;k ), and similarly,q(Y t
k jZ t

I;k )
approximatesp(Y t

k jZ t
I;k ). Additionally, we designatep(Z t

I;k jG t
k ) to

represent the stochastic encoder for our IB-D2GAT model. With these
assumptions, we can reformulate the loss function for the information
bottleneck as follows, providing a more tangible and computationally
feasible framework for analysis.

I(Z t
I;k ; Y t

k ) � �I(Z t
I;k ; Gt

k )

�E pG t
k ;Y t

k ;Z t
I;k

[log
�
q(Y t

k jZ t
I;k )

�

��E pG t
k ;Z t

I;k
[log

p(Z t
I;k jG t

k )
r(Z t

I;k )
]: (23)

Then the above loss function Eq.(23) can be further by maximizing
the following objective,

EG t
k ;Y t

k
[L

�
Y t

k ; f I
�
�(G t

k )
� �

]+

�E G t
k
[KL(p

�
�(G t

k )jG t
k

�
jjr(�(G t

k )]; (24)

wheref I is the classi�er for invariant patterns, andL is the cross-
entropy loss. We then proceed with the second term of the objective
I(Z t

V;k ; Y t
k j Z t

I;k ). Following the rules of variational approximation,
we have the following equation,

I(Y t
k ; Z t

V;k jZ t
I;k )

=H(Y t
k jZ t

I;k ) � H(Y t
k jZ t

V;k ; Z t
I;k )

=H(Y t
k jZ t

I;k ) � H(Y t
k jZ t

k ); (25)

whereH(�) denotes information entropy. It can be further rewritten as
the subtraction of two classi�cation losses as follows,

� I(Y t
k ; Z t

V;k j Z t
I;k )

= � E G t
I;k ;Y t

k

�
� log p f I

�
Y t

k j �(G t
k )

��
+

EG t
I;k ;Y t

k

�
� log p f F

�
Y t

k j G t
k

��
(26)

� � E G t
I;k ;Y t

k

�
� log p f I

�
Y t

k j �(G t
k )

��
: (27)

The latter term in Eq.(26) is non-negative. Therefore, we can
maximize the lower bound of�I(Y t

k ; Z t
V;k jZ t

I;k ) by minimizing the
following loss function in Eq. (27).

Overall, we can maximize the objective function in Eq.(18) by
optimizing its tractable lower bound:

L CE

�
Y t

k ; f I
�
�(G t

k )
� �

+

� D KL

�
p
�
�(G t

k )jG t
k

�
jjr

�
�(G t

k )
� �

�

� L CE

�
Gt

k ; f I
�
�(G t

k )
� �

: (28)

Eq. (15)

Eq. (17)

Eq. (16)

In this way, the objective function Eq.(18) is transformed into a
tractable objective Eq.(28), which is �nally adopted in the optimization
process. The overall algorithm is summarized in Table 2.
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Algorithm 2 Training pipeline for Information Bottleneck guided
Disentangled Dynamic Graph Attention Network (IB-D2GAT )

Require: Training epochs L, hyperparameter �, �
1: for l = 1; : : : ; L do
2: // Learn representations of � and �
3: Obtain� t

k = � � (G t
k ) and� t

k = � � (G t
k ) for each node k and

time t as described in Section 4.6.
4: // Sample ego-graph representations
5: Reparameterize ZtI;k = � t

k + � t
k � �

6: Calculate IB loss and� regularization term as Eq.(24) and
Eq. (27)

7: Update the model according to Eq. (28)
8: end for

4.8 Theoretical Analysis
We next elucidate from a theoretical standpoint on how our method is
able to effectively capture invariant patterns through optimizing the
proposed objective as shown in Eq.(28). This capability is crucial
for addressing spatio-temporal distribution shifts in dynamic graph
structures. Our analysis aims to provide a robust theoretical foundation
for the effectiveness of our approach in managing these complex and
evolving graph dynamics under distribution shifts.

Theorem 1. Suppose eachGk contains a subgraphG�
I;k s.t. Yk is

determined byG�
I;k in the sense thatYk = f

�
�(G �

I;k )
�

+ � , i.e.,
Yk = f(Z �

I;k ) + � for some deterministic invertible functionf with
randomness� that is independent ofGk , GV;k andGI;k . Then, for any
� 2 [0; 1] , � 2 [0; 1] , GI;k = G �

I;k (or equivalently,Z I;k = Z �
I;k )

maximizes the objective.

Proof. Consider the following derivation:

I(Z I;k ; Yk ) � �I(Z V;k ; Yk jZ I;k ) � �I(Z I;k ; Gk ) (29)
=I(Y k ; Gk ; Z I;k ) � I(G k ; Yk jZ I;k )

� �I(Z V;k ; Yk jZ I;k ) � �I(Z I;k ; Gk ) (30)
=I(Y k ; Gk ; Z I;k ) � (1 � �)I(G k ; Yk jZ I;k )

� �I(Z V;k ; Yk jZ I;k ) � �I(G k ; Z I;k ; Yk ) (31)
=I(Y k ; Gk ) � (1 � �)I(G k ; Yk jZ I;k )

� �I(G k ; Z I;k ; Yk ) � �I(Z V;k ; Yk jZ I;k ) (32)
=(1 � �)I(Y k ; Gk ) � (1 � �)I(G k ; Yk jZ I;k )

� �I(Z I;k ; Gk jYk ) � �I(Z V;k ; Yk jZ I;k ): (33)

The derivation in Eq.(29) to Eq. (30) uses the symmetry of
mutual informationI(Z I;k ; Yk ) = I(Y k ; Z I;k ) and the chain rule
I(Y k ; Gk ; Z I;k ) = I(Y k ; Z I;k ) + I(Y k ; Gk j Z I;k ). The derivation
from Eq. (30) to Eq. (31) rewrites I(Z I;k ; Gk ) via the chain rule
I(G k ; Z I;k ) = I(G k ; Z I;k ; Yk ) � I(G k ; Yk j Z I;k ) and merges
terms. From Eq.(31) to Eq. (32), the chain ruleI(Y k ; Gk ; Z I;k ) =
I(Y k ; Gk )+I(Y k ; Z I;k j Gk ) is applied, and the second term vanishes
if Z I;k is a deterministic function ofGk (or I(Y k ; Z I;k j Gk ) = 0 ).
Finally, the step from Eq.(32) to Eq.(33)decomposesI(G k ; Z I;k ; Yk )
into I(Y k ; Gk )+ I(Z I;k ; Gk j Yk ) and combines coef�cients to obtain
the �nal expression.

Since we haveYk = f(Z �
I;k )+� according to Assumption 2, where

� is independent ofGk andGV;k , we can directly derive thatI(G k ; Yk j
Z �

I;k ) = 0 andI(Z V;k ; Yk j Z �
I;k ) = 0 . This formalizes that once we

condition on the invariant representationZ �
I;k , neither the full graph

Gk nor the variant componentZV;k provides additional information
about the labelYk . Moreover, sinceZ �

I;k only contains information
relevant to Yk , we have I(Gk ; Z �

I;k j Yk ) = 0, which implies that the
invariant representation is maximally informative about the label while
being independent of other graph factors onceYk is known. Therefore,
when we setGI;k = G �

I;k in the objective of Eq.(28), the mutual
information terms in the lower bound are optimized, and the bound
becomes tight. In other words, this shows that the model achieves
the theoretical optimum of the designed objective when the extracted
invariant patterns perfectly capture the label-related information and

discard all variant or spurious correlations. This justi�es the design of
the loss: by explicitly minimizingI(Z V;k ; Yk j Z I;k ) andI(G k ; Z I;k j
Yk ) while maximizingI(Z I;k ; Yk ), the training encourages the encoder
to focus on the true invariant causal factors of the dynamic graph,
leading to both robust and generalizable predictions under distribution
shifts.

We conclude the whole section by pointing out that our base
model, i.e., intervention-based dynamic graph neural network (DIDA),
is able to handle spatio-temporal distribution shifts without considering
uncertainties, while our IB-D2GAT model, i.e., Information bottleneck
guided Disentangled Dynamic graph Attention network, is able to
handle uncertainty properties of the spatio-temporal patterns with
theoretical guarantees for generalization.

4.9 Deeper Comparisons Analysis

To better highlight that dynamic graph neural networks (DyGNNs)
pose fundamental challenges that set them apart from static GNNs
when applying IB-based techniques, particularly in the presence of
distributional shifts, we provide analyses as follows:

4.9.1 Temporal Dynamics and Causal Complexity

Unlike static GNNs, DyGNNs must capture evolving patterns over
time, where both graph structures and node features change. This
introduces spatio-temporal dependencies that are absent in static
graphs. Consequently, invariant features must be disentangled not
only across structural variations but also across temporal contexts,
which adds complexity to identifying stable causal relationships. Our
method explicitly models these time-dependent causal factors using a
disentangled attention mechanism and temporal interventions, which
are not required in static settings.

4.9.2 Pattern Uncertainty Across Time

In dynamic graphs, the same node or edge pattern may exhibit
inconsistent predictive behavior across time or environments. Static
IB-based methods typically assume a �xed structure and feature
context. In contrast, we introduce a distribution-based representation
and employ Wasserstein distance to capture uncertainties in spatio-
temporal patterns, enabling the model to measure and mitigate the
risk of relying on unstable variant patterns under dynamic distribution
shifts.

4.9.3 Intervention Granularity and Complexity

Static graph IB models generally rely on masking features or subgraphs
to identify causal components. However, this is insuf�cient for dynamic
settings where variant in�uences span multiple time steps and spatial
neighborhoods. Our framework approximates spatio-temporal inter-
ventions using disentangled summarizations, signi�cantly improving
scalability and relevance to real-world dynamic data, such as �nancial
networks or evolving recommendation systems.

4.9.4 Information Bottleneck Objective for Dynamic Context

We extend the IB objective to dynamic graphs by optimizing mutual
information terms involving time-indexed latent variables (Eq.(19)–
Eq. (28)), which account for the temporal evolution of both invariant
and variant components. This dynamic-aware IB formulation is novel
and grounded in theoretical guarantees (Theorem 1 in Section 4.8 ),
providing stronger support for generalization under dynamic shifts
than static IB-based GNNs.

In summary, while prior static GNNs bene�t from IB-based
techniques, DyGNNs require a substantially different modeling
paradigm due to the presence of spatio-temporal variation, temporal
uncertainty, and evolving causal structures. Our IB-D2GAT framework
is speci�cally designed to address these challenges, making it a
signi�cant conceptual and methodological advancement over previous
static graph IB applications.
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5 EXPERIMENTS

In this section, we conduct extensive experiments on various datasets
to verify that our IB-D2GAT model is able to handle spatio-temporal
distribution shifts with uncertainties through discovering and utilizing
invariant patterns via an information bottleneck based objective. We
also conduct deep analyses regarding ablation studies, hyper-parameter
sensitivity, and visualizations to show the effectiveness of our IB-
D2GAT in terms of different designed components.

TABLE 2: Summarization of dataset statistics.

Dataset COLLAB Yelp Synthetic Arxiv Reddit

# Timestamps 16 24 16 20 10
# Nodes 23,035 13,095 23,035 168,195 8,291
# Links 151,790 65,375 151,790 3,127,274 264,050
Temporal Granularity Year Month Year Year Day
Feature Dimension 32 32 64 128 20
Evolving Features No No Yes No No
Classi�cation Tasks Link Link Link Node Node

5.1 Comparative Approaches
We consider several representative graph neural networks (GNNs)
together with out-of-distribution (OOD) generalization methods, cover-
ing static GNNs, dynamic GNNs, invariant learning, and distribution
robust optimization as the baselines for comparisons with DIDA and
IB-D2GAT .

� Static GNNs: i) GAE [122] is a representative static GNN which
stacks graph convolutions, and ii) VGAE [122] further introduces
variational variables into GAE.

� Dynamic GNNs: i) GCRN [20] is a representative dynamic GNN
that adopts GCN [122] to obtain node embeddings and GRU [123]
to model the dynamics. ii) EvolveGCN [13] adopts LSTM [124]
or GRU [123] to �exibly evolve the GCN [122] parameters
instead of directly learning the temporal node embeddings. iii)
DySAT [21] models dynamic graph using structural and temporal
self-attention.

� OOD generalization methods: i) IRM [40] aims at learning an
invariant predictor which minimizes the empirical risks for all
training domains. ii) GroupDRO [41] reduces the differences in
risk across training domains to minimize the model's sensitivity
to distributional shifts. iii) V-REx [42] places more weight on
training domains with larger errors when minimizing empirical
risk. iv) DIDA [ 16] is our base model which captures invariant
patterns on dynamic graphs but does not introduce information
bottleneck. v) IB-D2GAT is our proposed information bottleneck
guided disentangled dynamic graph attention network.

5.2 Experiments on Real-world Datasets
In this section, we present experimental settings and results on four
real-world datasets.

5.2.1 Experimental Settings
We introduce four real-world dynamic graph datasets, i.e., COLLAB
and Yelp for the future link prediction task, as well as Arxiv and
Reddit for the node classi�cation task. For future link prediction, we
consider the well-established inductive link prediction task, where
the model exploits past graphs to make link predictions for the
next time step. For node classi�cation, we consider the challenging
future node classi�cation task on dynamic graphs where the nodes
to be classi�ed tend to exist in the future, e.g., classify new papers
(nodes) written in the future via exploitation of the spatio-temporal
information in the citation network. Each dataset can be split into
several partial dynamic graphs based on its �eld/category information.
For brevity, we use `w/ DS' and `w/o DS' to represent test data with
and without distribution shifts, respectively. To measure the model

performance under spatio-temporal distribution shifts, we choose one
�eld/category as `w/ DS' (which will not be used for training) and the
others as `w/o DS' (which are further split into training, validation,
and test set chronologically). Note that the `w/o DS' is a merged
dynamic graph without �eld/category information and `w/ DS' is
unseen during training, which is more practical and challenging in real-
world scenarios. We report the AUC (%) [125] for the link prediction
task and the accuracy (%) for the node classi�cation task.

We brie�y describe these real-world datasets as follows, and
summarize the corresponding statistical information in Table 2.

� Collab [126]2 is a scholarly collaboration dataset that encom-
passes research papers published during the period from 1990
to 2006. In this dataset, nodes correspond to individual authors,
while edges represent collaborative relationships between authors.
Notably, each edge contains valuable information about the
speci�c �eld of co-authored publications, including categories
such as "Data Mining," "Database," "Medical Informatics,"
"Theory," and "Visualization." The temporal aspect is organized
on a yearly basis, spanning a total of 16 distinct time slices. We
select "Data Mining" as `w/ DS' and the remainder as `w/o DS'.

� Yelp [21]3 is a dataset centered around business reviews, capturing
customer feedback on various businesses. In this dataset, nodes
represent both customers and businesses, while edges signify
interactions and review behaviors. The dataset is categorized into
�ve distinct business types, namely "Pizza," "American (New)
Food," "Coffee & Tea," "Sushi Bars," and "Fast Food." These
interactions were recorded from January 2019 to December 2020,
and the temporal granularity is delineated on a monthly basis,
resulting in a total of 24 time slices. We select "Pizza" as `w/ DS'
and the remainder as `w/o DS'.

� Arxiv [ 127]4 is a citation network between all Computer Science
(CS) arXiv papers indexed by MAG [128]. Each paper has a
128-dimensional feature vector obtained by averaging the embed-
dings of words in its title and abstract, where the embeddings
of individual words are computed by running the skip-gram
model [129] over the MAG corpus. The task is to predict the 40
subject areas of arXiv CS papers, e.g., cs.AI, cs.LG, and cs.OS.
We train on papers published between 2001 - 2011, validate on
those published in 2012-2014, and test on those published since
2015. With the volume of scienti�c publications doubling every
12 years over the past century, spatio-temporal distribution shifts
naturally exist on these dynamic graphs. The dataset has 168,195
nodes and 3,127,274 links in total.

� Reddit [130]5 is a large collection of data extracted from the
popular social media platform Reddit, including text-based posts,
comments, user information, and community details. The graph is
constructed by treating each node as a post, where two nodes are
connected if they share keywords. Node attributes are generated
using word2vec [131]. The total number of timestamps in this
dataset is 10. We train on papers published between timestamps
1 and 6, validate on those published on timestamp 7, and test
between timestamps 8 and 10. Totally, the dataset has 8,291 nodes
and 264,050 links.

5.2.2 Experimental Results
Based on the results on the real-world dataset in Table 3 and Table 4,
we have the following observations:

1) The baseline methods generally tend to fail under distribution
shifts. i) Although DyGNN baselines perform well on test data
without distribution shifts, their performance drops greatly under
distribution shifts. In particular, the performance of DySAT, which
is the best-performed DyGNN in `w/o DS', drops by nearly
12% in `w/ DS'. In Yelp, GCRN and EGCN even underperform
static GNNs, GAE and VGAE. This phenomenon shows that the

2. https://www.aminer.cn/collaboration
3. https://www.yelp.com/dataset
4. https://arxiv.org/
5. https://www.reddit.com/
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TABLE 3: Results (AUC, %) of different methods on real-world link prediction datasets.

Model COLLAB Yelp

Test Data w/o DS w/ DS w/o DS w/ DS

GAE 77.15�0.50 74.04�0.75 70.67�1.11 64.45�5.02

VGAE 86.47�0.04 74.95�1.25 76.54�0.50 65.33�1.43

GCRN 82.78�0.54 69.72�0.45 68.59�1.05 54.68�7.59

EGCN 86.62�0.95 76.15�0.91 78.21�0.03 53.82�2.06

DySAT 88.77�0.23 76.59�0.20 78.87�0.57 66.09�1.42

IRM 87.96�0.90 75.42�0.87 66.49�10.78 56.02�16.08

VREx 88.31�0.32 76.24�0.77 79.04�0.16 66.41�1.87

GroupDRO 88.76�0.12 76.33�0.29 79.38�0.42 66.97�0.61

DIDA 91.97�0.05 81.87�0.40 78.22�0.40 75.92�0.90

IB-D2GAT 91.92�0.36 80.46�0.46 78.73�1.91 76.11�1.14

TABLE 4: Results (Accuracy, %) of different methods on real-world node classi�cation datasets.

Model Arxiv Reddit

Test Data 2015-2016 2017-2018 2019-2020 8 9 10

GRCN 41.33�2.82 38.40�5.35 40.74�4.63 34.38�1.35 31.08�1.58 33.98�2.50

EGCN 44.86�1.37 43.07�2.47 39.96�2.70 29.24�0.59 31.45�0.72 30.21�0.68

DySAT 45.61�0.21 42.87�0.42 42.03�0.38 36.10�0.14 33.82�0.30 33.62�1.52

IRM 31.94�0.70 21.52�3.92 18.98�5.96 30.24�1.26 32.21�0.78 29.76�0.83

VREx 44.29�1.14 41.34�0.77 41.36�3.13 30.72�1.94 31.41�0.77 30.33�0.88

GroupDRO 41.20�3.30 37.39�5.25 35.87�5.19 31.65�0.35 30.68�1.33 31.55�0.32

DIDA 47.85�0.09 46.12�0.39 47.48�0.91 36.14�0.32 34.74�0.14 34.67�0.46

IB-D2GAT 51.59�0.30 50.55�0.21 52.58�0.51 41.85�0.80 40.16�1.40 40.24�1.29

TABLE 5: Results (AUC, %) of different methods on synthetic datasets.

Model Syn-0.4 Syn-0.6 Syn-0.8

Split Train Test Train Test Train Test

GCRN 69.60�1.14 72.57�0.72 74.71�0.17 72.29�0.47 75.69�0.07 67.26�0.22

EGCN 78.82�1.40 69.00�0.53 79.47�1.68 62.70�1.14 81.07�4.10 60.13�0.89

DySAT 84.71�0.80 70.24�1.26 89.77�0.32 64.01�0.19 94.02�1.29 62.19�0.39

IRM 85.20�0.07 69.40�0.09 89.48�0.22 63.97�0.37 95.02�0.09 62.66�0.33

VREx 84.77�0.84 70.44�1.08 89.81�0.21 63.99�0.21 94.06�1.30 62.21�0.40

GroupDRO 84.78�0.85 70.30�1.23 89.90�0.11 64.05�0.21 94.08�1.33 62.13�0.35

DIDA 87.92�0.92 85.20�0.84 91.22�0.59 82.89�0.23 92.72�2.16 72.59�3.31

IB-D2GAT 88.45�0.78 86.54�0.75 89.58�0.51 84.15�0.27 95.82�0.18 76.83�1.19

existing DyGNNs may exploit variant patterns and thus fail to
handle distribution shifts. ii) Moreover, as generalization baselines
are not specially designed to consider spatio-temporal distribution
shifts in dynamic graphs, they only have limited improvements
in Yelp. In particular, they rely on ground-truth environment
labels to achieve OOD generalization, which are unavailable for
real dynamic graphs. The inferior performance indicates that
they cannot generalize well without accurate environment labels,
which veri�es that lacking environmental labels is also a key
challenge for handling distribution shifts of dynamic graphs.

2) DIDA can better handle distribution shifts than the baselines, espe-
cially in stronger distribution shifts. DIDA improves signi�cantly
over all baselines in `w/ DS' for all datasets. Note that Yelp has
stronger temporal distribution shifts since COVID-19 happens in
the midway, strongly affecting consumers' behavior in business,
while IB-D2GAT outperforms the most competitive baseline
GroupDRO by 9.05% in `w/ DS'. In comparison to similar �eld
information in Yelp (all restaurants), COLLAB has stronger
spatial distribution shifts since the �elds are more different from
each other, while IB-D2GAT outperforms the most competitive
baseline DySAT by 4.87% in `w/ DS'.

3) Overall, the experiments reveal de�ciencies in existing ap-
proaches to generalize under spatio-temporal distribution shifts

and underscore the need for DyGNN methods that can capture
robust, higher-level patterns invariant to data variations between
environments. IB-D2GAT demonstrates superior performance
in handling distribution shifts compared to baseline approaches.
Notably, IB-D2GAT achieves greater gains over baselines on
datasets exhibiting stronger degrees of distribution shifts between
the training and test environments. In more detail, on Yelp dataset,
which features more pronounced temporal shifts due to exogenous
events like the COVID-19 pandemic midway disrupting consumer
behavior patterns [16], IB-D2GAT outperforms DIDA by 0.19%
and all other baselines by over 9% under distribution shifts. The
Arxiv dataset contains signi�cant spatial shifts across different
topic �elds that vary substantially. Here IB-D2GAT surpasses the
competitive DIDA baseline by over 4% under time distribution
shifts. Finally, IB-D2GAT achieves a performance improvement
of over 4% in each comparison on Reddit dataset, demonstrating
the effectiveness of introducing the information bottleneck into
the model design.

4) Static GNNs (GAE, VGAE) fail catastrophically under distribu-
tion shifts because they cannot capture temporal dependencies.
Their learned representations become obsolete when temporal
patterns change, leading to 10-15% performance drops. Standard
DyGNNs (GCRN, EvolveGCN, DySAT): While they capture
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temporal dynamics, they learn both stable and unstable patterns
indiscriminately. Under distribution shifts, they over-rely on
variant patterns that lose predictive power in new distributions. For
example, DySAT's temporal self-attention mechanism ampli�es
recent patterns that may be environmentally speci�c rather than
causally relevant. OOD Methods (IRM, GroupDRO, V-REx):
These methods assume access to environment labels during
training, which are unavailable in real dynamic graphs. Without
explicit environment partitioning, they default to standard empiri-
cal risk minimization, explaining their limited improvements (1-
3%). Our Framework's Advantages: IB-D2GAT succeeds by (1)
explicitly disentangling stable from unstable patterns without re-
quiring environment labels, (2) using intervention-based training
to test pattern stability, and (3) employing information bottleneck
constraints to prevent over�tting to spurious correlations.

These results suggest IB-D2GAT exhibits greater robustness to
spatial-temporal distribution shifts, especially in scenarios involving
stronger disparities between environments. The enhanced capability
to generalize is particularly evident for datasets inducing more
turbulent changes to the graph distributions over time (Yelp) or space
(Arxiv). The improved handling of distribution shifts demonstrates the
effectiveness of IB-D2GAT in capturing higher-level, shift-invariant
patterns compared to existing baseline approaches for dynamic graph
learning.

5.3 Experiments on Synthetic Dataset
In this section, we present experimental settings and results on three
synthetic datasets.

5.3.1 Experimental Settings
To evaluate the model's generalization ability under spatio-temporal
distribution shifts, following [44], we introduce manually designed
shifts in the dataset COLLAB with all �elds/categories merged. Denote
original features and structures asX t

1 2 R N�d andA t 2 f0; 1g N�N .
For each timet , we uniformly samplep(t)jE t+1 j positive links and�
1 � p(t)

�
jEt+1 j negative links inA t+1 . Then they are factorized into

variant featuresX t
2 2 R N�d with the property of structural preser-

vation. Two portions of features are concatenated asX t = [X t
1 ; X t

2 ]
as input node features for training and inference. The sampling
probability p(t) = clip( p + �cos(t); 0; 1) refers to the intensity
of shifts, where the variant featuresX t

2 constructed with higher
p(t) will have stronger correlations with future linkA t+1 . We set
ptest = 0:1; � test = 0; � train = 0:05 and varyptrain from 0.4,
0.6 to 0.8 (called Syn-0.4, Syn-0.6, Syn-0.8, respectively). Since
the correlations betweenX t

2 and labelA t+1 vary through time and
neighborhood, patterns includeX t

2 are variant under distribution shifts.
As static GNNs can not support time-varying features, we omit their
results.

5.3.2 Experimental Results
Based on the results on the synthetic dataset in Table 5, we have the
following observations:

1) Our IB-D2GAT can better handle distribution shifts than the
baselines. Although the baselines achieve high performance
when training, their performances drop drastically in the test
stage, which shows that the existing DyGNNs fail to handle
distribution shifts. In terms of test results, DIDA consistently
outperforms DyGNN baselines by a signi�cantly large margin.
In particular, DIDA surpasses the best-performed baseline by
nearly 13%/10%/5% in test results for different shift levels, and
IB-D2GAT further improves IB-D2GAT . For the general OOD
baselines, they reduce the variance in some cases while their
improvements are not signi�cant. Instead, DIDA and IB-D2GAT
are specially designed for dynamic graphs and can exploit the
invariant spatio-temporal patterns to handle distribution shifts.

2) IB-D2GAT can exploit invariant patterns to consistently alleviate
harmful effects of variant patterns under different distribution shift
levels. As the shift level increases, almost all baselines increase in

train results and decline in test results. This phenomenon shows
that as the relationship between variant patterns and labels goes
stronger, the existing DyGNNs become more dependent on the
variant patterns when training, causing their failure in test stage.
Instead, the rise in train results and drop in test results of IB-
D2GAT are signi�cantly lower than baselines, which demonstrates
that IB-D2GAT can exploit invariant patterns and alleviate the
harmful effects of variant patterns under distribution shifts.

5.4 Ef�ciency of the Method
In this section, we conduct complexity and empirical time cost analysis
for our proposed IB-D2GAT model.

Complexity Analysis. We analyze the computational complexity of
IB-D2GAT as follows. DenotejV j and jEj as the total number of
nodes and edges in the graph, respectively, andd as the dimensionality
of the hidden representation. The spatio-temporal aggregation has a
time complexity ofO(jEjd + jV jd 2). The disentangled component
adds a constant multiplier2, which does not affect the time complexity
of aggregation. DenotejE p j as the number of edges to predict andjSj
as the size of the intervention set. Our intervention mechanism has a
time complexity ofO(jE p jjSjd) in training, and does not put extra
time complexity in inference. Therefore, the overall time complexity
of IB-D2GAT is O(jEjd + jV jd 2 + jE p jjSjd) . Notice thatjSj is a
hyperparameter and is usually set as a small constant. In summary,
IB-D2GAT has a linear time complexity with respect to the number of
nodes and edges, which is on par with the existing dynamic GNNs.

Empirical Time Cost. To further verify the ef�ciency in practice,
we compare our method IB-D2GAT with DIDA and competitive
baselines in Table 4 in terms of their training time. The results
are shown in Figure 5, where we report the training time for each
epoch for comparisons. Overall, our method not only achieves better
OOD generalization compared with baselines but also has lower time
costs, demonstrating the effectiveness and ef�ciency of our IB-D2GAT
method.

5.5 Ablation Study
In this section, we conduct ablation studies to verify the effectiveness
of the key modules in our proposed IB-D2GAT model.

TABLE 6: Comparisons of different ablated versions of IB-D2GAT
. `Full' denotes the full version of the method. `w/o V.ind.' denotes
removing the variant-pattern-independence constraint, `w/o IB'
denotes removing information bottleneck constraint. `w/o Par'
denotes removing the Reparameterization, and `w/o Wass' denotes
replacing Wasserstein distance with attention mechanism.

Dataset w/o V.ind. w/o IB w/o Par w/o Wass Full

Collab 78.12 77.83 78.81 79.51 79.70
Yelp 75.11 65.07 65.33 70.85 77.79
Syn-0.4 85.54 84.49 85.73 84.91 87.06
Syn-0.6 82.67 83.81 82.64 83.09 83.73
Syn-0.8 74.37 75.67 77.50 78.78 78.15
Reddit 40.63 40.42 40.46 38.08 40.94
Arxiv 52.43 50.37 52.29 52.83 53.89

Variant Pattern Independence. We �rst remove the variant pattern
independence regularization term, i.e., setting� = 0 in Eq. (28). This
ablated version is termed as `w/o V.ind.'. From Table 6, we can see
that without variant patterns independence mechanism, the model's
performance drops signi�cantly, especially in the synthetic dataset
and Yelp dataset, which veri�es that by explicitly encouraging the
independence between variant patterns and labels, the predictions can
be more accurate under distribution shifts.

Information Bottleneck Principle. We remove the information
bottleneck in the objective function by setting� = 0 in Eq. (28).
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(a) Arxiv (b) Syn-0.4 (c) Syn-0.6 (d) Syn-0.8
Fig. 2: Sensitivity of hyperparameter� . The results show the AUC on the test set of one real-world dataset Arxiv and the synthetic
dataset. The dashed line represents the performance of the base model DIDA.

(a) Arxiv (b) Syn-0.4 (c) Syn-0.6 (d) Syn-0.8
Fig. 3: Sensitivity of hyperparameter� . The results show the AUC on the test set of one real-world dataset Arxiv and the synthetic
dataset. The dashed line represents the performance of the base model DIDA.

(a) Arxiv (b) Syn-0.4 (c) Syn-0.6 (d) Syn-0.8
Fig. 4: Sensitivity of hyperparameter intervention timesS. The results show the AUC on the test set of one real-world dataset Arxiv and
the synthetic dataset. The dashed line represents the performance of the base model DIDA.

Fig. 5: The comparisons of empirical time cost per epoch during
training our method and baselines.

This ablated version is termed as `w/o IB'. Therefore, there will
be more information about variant patterns to be included in the
invariant patterns for predictions, which leads to dif�culties in making
generalized predictions only based on the invariant patterns. From
Table 6, we can observe the signi�cant performance drop when

removing this tailored design, showing that this regularization term can
help improve the model's prediction generalization capacity. Especially
in the Yelp dataset, the performance drops by nearly 13% when
removing the information bottleneck, demonstrating the effectiveness
of introducing the information bottleneck principle.

Reparameterizated Representation. We remove the reparameteriza-
tion in the Algorithm 2, which is termed as `w/o Par'. From Table 6,
we can see that without reparameterization, the model's performance
drops signi�cantly, especially in the Yelp dataset, which veri�es that
the reparameterization can help the model to learn more accurate
invariant patterns for predictions.

Wasserstein Distance. We replace the Wasserstein distance in Eq.(20)
with the attention mechanism, which is termed as `w/o Wass'. From
Table 6, we observe that incorporating the Wasserstein distance
yields consistent improvements across most benchmarks (6 out of
7 datasets), with the magnitude of improvement varying according
to dataset characteristics. On Yelp, we obtain strong improvements
of +6:94%, as consumer behavior data with signi�cant temporal
uncertainty bene�ts substantially from distributional distance modeling,
particularly during periods of external disruptions. Similarly, Syn-0.4
(+2:15%) and Reddit (+2:86%) also demonstrate large gains, as
both datasets exhibit dynamic patterns where measuring distributional
differences between node representations effectively captures tem-
poral uncertainties. Moderate improvements are observed on Collab
(+0:19%), Syn-0.6 (+0:64%), and Arxiv (+1:06%), indicating that
Wasserstein distance still provides value even in more stable network
scenarios. However, on Syn-0.8 (�0:63% ), we see a slight performance
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Fig. 6: Visualization of snapshots in COLLAB.

(a) VREx (b) GroupDRO (c) EGCN (d) IB-D2GAT
Fig. 7: Visualization of node embeddings produced by IB-D2GAT and baselines on Arxiv.

drop, likely because the synthetic dataset's strong distribution shifts
are arti�cially constructed, and the Wasserstein distance may not align
well with the imposed shifts. Overall, the variation in effectiveness
re�ects the adaptive nature of the Wasserstein distance: it provides the
most bene�t when genuine distributional uncertainties exist in spatio-
temporal patterns. Importantly, this component consistently improves
performance across diverse real-world datasets (Yelp, Reddit, Collab,
Arxiv), while showing mixed results only on synthetic datasets with
arti�cially constructed distribution shifts. This pattern demonstrates that
Wasserstein distance is a crucial component that enhances the model's
ability to effectively handle real-world spatio-temporal distribution
shifts.

5.6 Hyperparameter Sensitivity

To further investigate the impact of hyperparameters on our model,
we conduct sensitivity analysis on three key hyperparameters in IB-
D2GAT , i.e., the weight of variant-pattern-independence constraint
� in Eq. (28), the weight of information bottleneck constraint� in
Eq. (28), and the intervention timesS in Algorithm 2. The results are
shown in Figure 2, Figure 3, and Figure 4, respectively. The results on
one real-world dataset Arxiv and the synthetic dataset are shown, while
the results on the other datasets show similar patterns. Then we have
the following observations: 1)� in IB-D2GAT plays a critical role in
determining the model's predictive capacity, as the� regularization
term plays an important role as information bottleneck to punish the
model training if capturing variant patterns for predictions. In order
to explore the hyper-parameter sensitivity of our method, we �x the
default hyper-parameter value in Eq.(28), and then vary the� in a
wide range:f10 �3 ; 10�2 ; 10�1 ; 100g to compare their performances.
The results on one real-world dataset Arxiv and the synthetic dataset
are shown in Figure 2, while the results on the other datasets show
similar patterns. The results illustrate that a small� value may struggle
to capture invariant patterns essential for accurate and generalized
predictions, whereas a model with an excessively large� value may
include variant features in its learned representations. Nevertheless,
IB-D2GAT can achieve the best performance in a wide range of
hyper-parameter settings, showing that our method is not sensitive
to the hyper-parameter choices; 2)� is another key hyperparameter

in IB-D2GAT , governing the trade-off between the suf�ciency and
minimality of the learned invariant patterns in Eq.(28). To investigate
its sensitivity, we �x the other hyperparameters in Eq.(28) and vary
� over a wide rangef10 �5 ; 10�4 ; 10�3 ; 10�2 ; 10�1 g. The results on
the Arxiv dataset and the synthetic dataset are presented in Figure 3,
showing that IB-D2GAT maintains strong performance across a broad
range of� values, which demonstrates that the method is not sensitive
to this hyperparameter; 3)S denotes the number of interventions
in Algorithm 2, which controls how many times variant patterns
are perturbed to facilitate learning invariant patterns. To examine its
sensitivity, we �x the other hyperparameters in Eq.(28)and varyS over
the rangef10 1 ; 102 ; 103 ; 104g. The results on the Arxiv dataset and
the synthetic dataset are shown in Figure 4, indicating that IB-D2GAT
achieves consistently strong performance across a broad range ofS
values. Overall, these �ndings demonstrate that IB-D2GAT is robust
to variations in key hyperparameters, maintaining high performance
without requiring extensive hyperparameter tuning, which highlights
its applicability across diverse scenarios.

5.7 Visualizations

Showcase. Besides the quantitative comparisons with the baselines,
we also visualize some snapshots to better clarify the mechanism
of capturing invariant patterns in our method. Especially, we
illustrate the snapshots in COLLAB. In Figure 6, the numbers
re�ect edge weights, the solid lines, and the dashed lines denote
the invariant and variant patterns, respectively. We �nd that our
method can continuously increase the invariant edges' weight and
systematically capture optimal invariant patterns, progressively
strengthening its predictive capabilities and boosting generalization
performances.

Visualizations of Learned Embeddings. To further verify the
effectiveness of our proposed method, we visualize the learned
embeddings of our IB-D2GAT and some baselines on Arxiv in
node classi�cation task. As illustrated in Figure 7, we colorize each
node by its label and observe that our IB-D2GAT can learn more
separate node embeddings for classi�cation, demonstrating that the
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